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Introduction

Distributed systems are characterized as consisting of hardware and software components located at networked computers communicate and coordinate their actions only by passing messages. This definition leads to a set of attributes, characteristics  and challenges for distributed systems. In this essay these characteristics and challenges are discussed. Based on this discussion we discuss how the Alexandria Digital Library software (ADL) relates to the general theory of distributed systems and how it meets the identified challenges posed to systems operating in a distributed environment.

General principles for distributed systems

Definition of a distributed system: "You

know you have one when the crash of a

computer you've never heard of stops you

from getting any work done."

- Leslie Lamport
Distributed systems are usually motivated by the sharing and distribution of resources, be it a system created from scratch or a system that is a result of some sort of integration effort. Resources can be information, computing power, functionality/services etc.  The term service can be defined as a distinct part of a computer system that manages a collection of related resources and present their functionality to users and applications [1]. A service usually provides access to resources like files and functionality in the form of distributed objects or running software. Resources in a distributed system are always encapsulated in computers and can only be accessed through a service. We often call the process that offers a service a server and the requesting process is often called a client. The interaction between the two is often called a remote invocation.

In [1] it is stated that “a distributed system is one in which hardware and software components located at networked computers communicate and coordinate their actions only by passing messages”.  

From the definition above follows the rather basic conclusion that a distributed system has components spread out on different computers that are interconnected through a network. This implies that components may run on hosts with widely different hardware, operating systems and network connections. The components may also be implemented by different programmers and in different programming languages. A software layer, often called the middleware, is usually used for masking the heterogeneity in the attributes of the different underlying networks, hardware platforms, operating systems and programming languages used for building and running the system. 

Since each computer is connected to a network there are essentially no limitations to the geographic distance between the computers hosting the distributed system. However, the individual computers in a network has to be identified, not just for ensuring the correct routing of messages in the system,  but also in order to ensure that the receivers of messages are who they claim to be. Messages should also not be exposed to third parties. For these purposes identifiers, digital signatures and cryptography is often employed in distributed systems. 

Since components of a distributed system is spread out on different computers referring to resources hosted by different computers like files, objects, methods or functions must be expanded to identify the host and process the functionality runs in as well as the service itself. Often this is achieved by using a middleware platform that makes the separation and distribution of components transparent to the users and application programmers of the distributed system. According to [1] transparency can be classified as access transparency which enables local and remote resources to be accessed using identical operations, location transparency which enables resources to be accessed without knowledge of their location, concurrency transparency which enables several processes to operate concurrently using shared resources without interference between them,  replication transparency which enables multiple instances of resources to be used to increase reliability and performance without knowledge of the replicas by users or application programmers, failure transparency which enables the concealment of fault, allowing users and application programs to complete their tasks despite the failure of hardware and software components, mobility transparency which allows the movement of resources and clients within a system without affecting the operation of users or programs, performance transparency which allows the system to be reconfigured to improve performance as loads vary.

Since resources are spread out over the network and each computer performs its work independently of other computers work the possibility exist that two computers will try to access the same resource at the same time. This could create a so-called race-condition especially if the host of the resource is multithreaded. This has to be avoided and it is the responsibility of the server of the resource to ensure that resources are accessed in a manner that does not interfere with the resource in a manner that hurts the integrity of the resource. 

It also follows from the definition above that components do not share a global clock for close coordination and synchronization of actions. Each computer hosting a part of the distributed system has its own system clock. These clocks can be skewed and be subject to clock drift. Although there are some algorithms that can, to a certain degree, synchronize clocks based on message passing [3] [4] [5] the general consensus is that clocks cannot be adequately synchronized because the time required to pass synchronization messages between computers is unknown and can vary because processes in the participating computers compete for resources in the respective nodes and because messages in transfer compete for resources in the network. Often, however, we need to find out exactly when something occurred in a node in a network. Knowing what is going on in a system may be important for determining the state of other components in a system and for determining the global state of the system.  The components of a distributed system therefore rely on message passing and logical clocks [6] for recording and timestamping events and for determining the state of other components. Logical clocks do not give us an absolute timestamp but enable us to determine the order of events in the system and thereby to determine the state of the system at a given time. 

It also follows from the definition above that individual component can fail or fall out independently of each other leaving the other components oblivious as to whether the failure to reply is due to a crash of the component or a network error that has isolated the component and as to what the state of the non-responsive component is in case it hasn’t crashed. Depending on the kind of system failures of a single component can be critical to the usability of the system as a whole. 

In systems running on a single computer calls to services like object methods and functions are guaranteed to be performed exactly-once. Since components of the distributed system can fail independently of each other a call from one component of the system to another component running on a different computer cannot be guaranteed to have exactly once call semantics. According to [7] we can distinguish between the following call semantics in distributed systems: best-effort where no assurance about the execution of the request is given, at-most-once where the receiver guarantees that if the request is served it is only served once, at-least-once where the request is guaranteed to be served although it might not prevent the execution of the call to be repeated and exactly-once, where it is guaranteed that that the execution of the call is performed once and only once. In many applications where call semantics involve many components and we need exactly-once call semantics and linear consistency, transactions [8] with ACID properties are often utilized. 

In order to mask failures of networks or individual components, distributed systems often use replication of components and data to enhance performance, increase availability and to provide fault tolerance. A common requirement for such replication is that the replication should be transparent, that is it should be of no consequence to other component whether they are communicating with the original data or service or a copy of the data or service. As far as the other components go they only interact with a logical object without considering the replication schema used. Components can also fail while still being available to other components by creating faulty data as response to requests from other components or failing to do what they are supposed to do in a remote invocation, for instance recording bad data in their internal storage or not recording the results of a transaction. 

There are different non-exclusive approaches for handling failures in general. We can try to detect failures when they occur (although not all failures can be detected as shown above) and take appropriate measures. We can mask failures by utilizing replication and similar techniques. We can choose to tolerate failures, depending on the application and application domain (In some applications, like for instance aviation control or banking applications faults cannot be accepted but other domains might not be that critical and we might go for simplicity and performance over complex fault handling). Whatever the cause of failure we can always utilize different methods for recovering from failures. 

As distributed systems grow it should be able to extend them. Systems that are extendable are often called scalable. To be scalable we must design systems where we can add hardware when needed, where we prevent critical software resources to run out and where we avoid bottlenecks in the system. Ideally we should not have to change the system as a whole or components within the system when the scale of the system changes. Important means for achieving scalability is replication and caching of data and replication of components in the system as also discussed above.

Distributed systems become more and more complex, with interconnected components distributed over a large geographic area and ad hoc networks that are assembled on the fly as components move around geographically and dynamically connects to other components in their vicinity. Such systems are often called open systems when key interfaces for communicating among components are published and when uniform communication mechanisms are used to allow other components to connect to the network. Examples of components in an open distributed system could be mobile phones, handheld computers, cars equipped with onboard computers that communicate with their changing surroundings etc.  The kind of mobile and ubiquitous computing resulting from requires new communication paradigms in order to allow for the seamless connection and disconnections of components in the network and unanticipated communication with components as they appear in the vicinity of other components. In [2] two such communication paradigms are presented, the event based communication and the proximity-based group communication.

Challenges for distributed systems

[1] defines the following challenges for a distributed system. These challenges are also reflected in the discussion above.

Heterogeneity

Distributed systems must be able to run on a variety of networks, computer hardware and operating systems and be able to communicate over the barriers of programming languages and implementations 

Openness

Distributed systems should be able to be extended and  re-implemented / 

Re-composed in different ways

Security

Information and services in the system must be held confidential where appropriate, we must ensure the integrity of information and services in the system and we must assure the availability of resources in the face of possible threats or security attacks.

Scalability 


A system is scalable if it remains effective when faces with a significant increase 


in the number of resources and the number of users.

Failure handeling

Since components in a distributed system are dispersed over different machines and processes in a network failures can be partial; Some components fail while others continue to function. Some failures can be detected or at least suspected and handled accordingly, some failures can be masked, making them invisible or less severe and some failures can be tolerated.

Concurrency

Any server that hosts a shared resource in a distributed system must guarantee its integrity in a concurrent environment 


Transparency

The system must conceal from the user and application programmer the separation of  components in a distributed system so that the the system is perceived as a whole rather than as a collection of independent components.

Later we will show how these challenges relate to the Alexandria Digital Library (ADL) and how the ADL handles these challenges.

A general description of the Alexandria Digital Library

The Alexandria Digital Library (ADL) [9] [28] is a project from The University of California Santa Barbara.  The project has developed an architecture for building distributed digital libraries containing georeferenced information. The architecture is aimed at managing, querying and presenting geospatial information in an uniform way.

Georeferenced information can be informally defined as information that is somehow linked to a specific geographic location. Linda Hill from the ADL project defines georeferencing as: “Georeferencing is relating information (e.g., documents, datasets, maps, images, biographical information) to geographic locations through placenames(i.e., toponyms) and placecodes (e.g., postal codes) or through geospatial referencing (e.g., longitude and latitude coordinates).“[11] The location that a document is linked to is called the documents “footprint”[12]. 

The project has developed a distributed digital library software package based on the architecture which provides structure and tools for global integration of information that are currently stored in a diversity of databases around the world. The software is intended to be installed in local digital libraries and can communicate with other installations that it is aware of, thereby making it a distributed system.The architecture is based on the following entities as shown in figure 1: Information items, which are the information carrying entities in a digital library, collections which are an aggretation of information items, proxies which acts as a placeholder for a collection stored under another middleware server / node, middleware server, which gives uniform access to the collections and the items and a client which incorporates the users interaction whith the system.
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Figure 1 : Clients, middleware servers, collections and items in the ADL/ADEPT architecture [12]

The current ADEPT middleware server is written in Java and Python and can be run as a web application inside a servlet container,  as a standalone RMI server, or both [12].

The ADL software is distributed as a three tier architecture where the middleware server is the middle tier as shown in figure 2. On the top tier is a user interface in the form of a client running in a browser. The software package comes with a default client, but any client that can communicate with the middleware server through the communication protocol supported by the middleware server can be used. In the client users can initiate advanced searches that are sent to the middleware layer. The middleware layer distributes searches to knovn collections (local collections and remote collections linked  to by a local proxy using java RMI), merges and ranks the results and returns them to the client. All communication between the client and the middleware layer is done using xml, making the implementation of the client and the middleware independent of each other. The middleware is basicly the same in all nodes in the network, but are configured to meet the requirement of the server it runs in and the collections it hosts. The server part of the architecture is the collections that are connected to the node. The software package comes with a default client and functionality to map collections to the software running on one node.
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Figure 2: The three tier architecture of the ADL software

(http://alexandria.sdc.ucsb.edu/~gjanee/archive/2001/architecture-diagram.gif)

All collections can be searched using the local metadata assigned to the collection itself and the metadata assigned to individual items in the collections. However, since metadata can be in videly different forms and formats, all metadata must bee mapped to a common form. This mapping is defined in the ADL bucket framework. A bucket is an abstract, strongly typed metadata category that have defined semantics for searching.Source metadata (the original metadata for items in a collection) is mapped to the buckets via tuples. [12]. Tuples in buckets indicate the metadata value, the source of the metadata, and its appropriateness for discovery. Example of a tuple is:

Originator = {(MARC 100 [Personal Name], “Mark Twain“, searchable)}
An example of a bucket is the location bucket into which local adminstrators maps the item's spatial footprint, i.e., an approximation of the subset of the Earth's surface to which the item is relevant. For each bucket there is a set of operators used for evaluating whether or not the data in a query matches the data in the bucket. For the location bucket the operator contains indicates that the footprints of the item that the information in the bucket is about contains the footprint of the query, overlaps indicates that there is an overlap between the query region and the footprint of the item and contained-in is  the reverse of the operator contains,

The bucket framework allows the ADL software to be used for making all information available in local collections uniformously available while still preserving the local independency, heterogenecy and authority of the information storage and structure. 
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Constraining searches geographically can essentially be done by specifying place names, drawing a bounding box on a map on screen or or entering formal coordinates for max north, south, east and west for the search area. Mapping between a search query and footprints of the infomation objets in the nodes is always done using coordinates. If the geographical constraints on the search is specified informally using place names a gazetteer service is utilized to transform from place name to geographic footprints. The default gazetteer service is a service shared by all nodes in the network, but the middleware server can be configured to use a local gazetteer service.


The map interface of the default client is creating using maps from a central map server allthough the software can be configured to use a local map-server. Most implemented nodes use the default map-server since setting up and configuring a map server is relatively expensive.

For a client to be able to connect to a middleware running a node in the network it has to know the existence of the node it should connect to. Therefor a Collection Discovery service has been deviced.[12] This is a centralized service to which each node coming online automatically registers itself. Thereafter the registration service automatically pull information about collections available at that node at regular interval. A failure to respond within a given time interval means that the registry assumes that the middleware server/node is defunct. 

There are currently several operational and development nodes of the ADL software running in different parts of the world.

How does ADL handle these challenges?

Based on the general principles for distributed systems given above we now discuss to what extent the challenges for distributed systems apply to and are handled in the ADL architecture / software.

Heterogeneity

By heterogenity we mean that distributed systems must be able to run on a variety of networks, computer hardware and operating systems and be able to communicate over the barriers of programming languages and implementations 

The ADL middelware is entirely implemented in java and can therefor in theory be run on every hardware/software platform that has a java virtual machine installed. Since the middleware communicates with other nodes and components using JAVA RMI exclusively there is no barriers in programming language in the communication between middleware nodes. In the communication between the middleware and clients a simple communication standard based on xml is defined so that client can be implemented independently of the middleware. The same is true for the communication between the middleware and the collections. Since ADL consists of one single application / / software distribution that is installed in one host, the need for coordination between the nodes is limited.

Openness

By openness we mean that distributed systems should be able to be extended and  re-implemented / Re-composed in different ways. The ADL middleware server is relatively static. Its core functionality is given by the distribution, allthough a lot of the functionality can be tailored to specific needs by utilizing its configuration capabilities. The software is also delivered as source code and can therefore also be adapted and extended according to the different needs posed in a specific node. The default client running on top of the middleware is just one of many possible clients and therefor the client capabilities can be tailored to specific organizations needs either by developing different client or by embedding some or all of the capabilities of ADL into other applications. The set of collections and the set of information items in the collections mapped on to the middleware server can be tailored to the perceived information needs and can be changed dynamically locally to one installation of the middleware server since there is no central data stored about the collections exept from the registration service discussed in the last chapter. Information about changing layout of collections and middleware installations are reflected in the registration service by the fact that the nodes register themselves when they come alive and the successive polls executed by the registration service on the available middleware servers about their collection layout. 

Security

By security we mean that the information and services in the system must be held confidential where appropriate, we must ensure the integrity of information and services in the system and we must assure the availability of resources in the face of possible threats or security attacks. The ADL middleware implements som access control services that regulates the access rights that can be executed on collections mapped onto the middleware server making it possible to ensure the integrity of collections. Collections are usually read-only collections where the properties of the set of the collections and information items in them can only be changed by local administrators. The ADL middleware has no functionality for doing such administrative tasks. The integrity of the services information offered by in the middleware depends on the configuration of the sevlet container running the middleware server and also by the operating system of the computer where the middleware is installed. If both are sufficiently secured from security attacks then the ADL Middleware is sufficiently secured. A successful attack on one node/installation of the ADL middleware will not influence the security of other installations / nodes.

Scalability 

By scalability we mean that a system should remain effective when faces with a significant increase in the number of resources and the number of users. In the ADL there are basically 2 ways to achieve scalability. First we can use replication. We can set up additional nodes running on different server machines and or different networks in order to take load off the web-server running the ADL middleware server. We can also replicate popular collections by mapping them under multiple ADL middleware servers. Secondly we can change the distribution of collections under the different middleware servers. For instance could especially popular collections be moved in under a different node with higher network bandwith or computing power or collections could be redistributed so that the set of popular collections are more evenly distributed among a set of middleware servers. 

Failure handeling

Since components in a distributed system are dispersed over different machines and processes in a network failures can be partial; Some components fail while others continue to function. Some failures can be detected or at least suspected and handled accordingly, some failures can be masked, making them invisible or less severe and some failures can be tolerated. The ADL system can be seen as not one distributed application, but rather a set of self-contained applications with common interfaces for communicating with one another and with sentral components like the map server and the central registration service. Therefore, with the exeption of the map-server and the failures of the independent nodes in the network has minimal impact on the rest of the system since all functionality is replicated in all nodes. ADL middleware servers can fail to connect to other middleware servers (time-out) but the only consequence of such a failure is the inability of getting information from collections that are only mapped up under the failed node. The functionality if the remaining servers are not affected. Omission failures can thus be tolerated in the ADL system.A failure to respond to polling requests from the registration service si detected by the registration service and  leads to the exclution of that server from the list of  current servers in the network meaning that any client or middleware contacting the registration service to discover middleware servers will not try to connect to the failed server. The continued access to the information mapped onto one server can of cource be secured using replication. Thus the failure of one node in the network can be masked from other nodes. 

Concurrency

Any server that hosts a shared resource in a distributed system must guarantee its integrity in a concurrent environment. The ADL middleware server is run within a servlet container. It is the responsibility of the servlet container in cooperation with underlying database systems and operating systems to ensure the integrity of information mapped on to the middleware server.  


Transparency

The system must conceal from the user and application programmer the separation of  components in a distributed system so that the the system is perceived as a whole rather than as a collection of independent components. We can talk about different kinds of transparency in such a system. In the ADL system, access transparency (local and remote resources can be accessed using identical operations) is supported by the middlewares access routines that masks the physical implementation of the individual collections (database servers, file systems etc). All information is accessed through the client interface in the ADL middleware independently of the physical implementation of the collections.  Location transparency (resources can be accessed without knowledge of their location) is only partially supported in the ADL system. Clients connecting to a middleware server can only search the collections connected to that middleware service, but at the same time middleware servers can have proxies for collections mapped onto other middleware servers (see figure 1 above) thereby concealing the actual physical location from the client. On the other hand there is nothing stopping clients from connecting to severeal middleware services simultaneously. Since the search results from the collections in a middleware server is merged and ranked in the middleware before being propagated back to the client, the client in such cases has to deal with multiple individual result sets. Concurrency transparency (the masking of the fact that severeal processes is accessing shared resources without interfering with one another) is not an issue for the system as this is assumed to be handled by the database systems etc that hosts the collections. Replication transparency (masking of the fact that multiple instances of a resource is used simultaneously to increase reliability and performance) is not really supported by the system. Replication is possible as discussed above, but is not really concealed from client applications and users. Mobility transparency (the movement of resources and clients within a system without affecting the operation of users or programs) is not really supported exept for the fact that the registration service contains a list of current node in the network. Movement of nodes can be done by making a new node available in the network (replication) and then taking down the old node. The movement of the node is not really concealed from users and application. Performance transparency (the concealment of steps taken in order to increase performance) is not really supported in ADL.

Concluding remarks

In this essay the basic attributes of a generalized distributed system were identified and described. Then the challenges posed in a distributed environment were discussed. Based on a general description of the ADL architecture and software an evaluation of the applicability of and responds to these challenges in the ADL system were discussed. We see that several of the challenges identified for distributed systems do not apply to the ADL system. This is mainly because the ADL software does not fit the traditional description of a distributed system. Traditional distributed systems consist of one application where data and functionality is spread out over different hosts in the network.. The ADL system consists of a relatively free standing application that is fully installed in one host that communicates with other application of the same type installed on other hosts in a network. On the other hand, most distributed systems would not fit exactly into the general descriptions of the attributes of and challenges to distributed systems presented here.

This essay was written as a exercise for the class DIF8914 Distributed systems at NTNU, Norway
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