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LI Introduction 

Man has walked on the moon, explored the deepest oceans and built atomic-scale processing 
devices. With our technological prowess, we like to think that we know everything. But there are 
still some fundamental questions that remain unanswered. They are so fundamental that our 
children often ask them of us, to our bewilderment and confusion. A common example is, 
'where did I come from?' 

The answer to this simple question is so complex, that hundreds of years of research and the 
work of tens of thousands of scientists have not fully answered it. We know the answer has 
something to do with evolution, a molecule called DNA, httle machines called cells, special 
chemicals called proteins and a set of processes that follow the instructions in the DNA to 
develop a hugely comphcated organism. We know quite a bit about evolution. But the devel
opmental processes that created you and me from a single fertihzed egg are still proving a 
challenge to understand. One of the aims of this book is to improve our ability to answer 
questions like this. 

Embryology has come a long way since the times of Hippocrates, Aristotle and even Roux 
(Needham, 1959; Wolpert, 1969, 1998). With the amalgamation of disciplines such as cellular 
biology, molecular biology and genetics, embryology is, as Bolker observes, no longer a 'black 
box' and cannot be ignored (Chapter 4). Now better known as developmental biology, the field 
has seen dramatic progress. Genetics, for example, has promised profound insights into devel
opment with the Human Genome Project completing its initial quest to sequence the entire 
human genome and, more recently, the complete sequencing of the mouse genome has strength
ened such promises. 

But even with knowledge of genes, proteins and cells, how can we determine their function 
during development? Remove a gene and you will see a change in the fully developed organism; 
remove a person from a crowd of friends and their conversation might take a different course. 
Does that mean that the gene caused that phenotypic change, or that the missing person caused a 
change of conversational topic? Not necessarily. Calculating the impact of each element within a 
complex interacting system is very difficult. To do it, we need new tools. We need computer 
models. 

Copyright © 2003, Elsevier Ltd ISBN 0-12-428765-4 All rights of reproduction in any form reserved 



2 On Growth, Form and Computers 

This book is about development and computers. It is about using computers to understand 
development further. It is also about using our understandings of development to create new 
computational techniques that improve our technology. In this chapter we introduce this new 
combination of computers and development, termed computational development. 

Computational development promises further insights and a deeper understanding into the 
processes of development, genetics and cellular and molecular biology through computational 
modelhng. Even rather complex topics in developmental biology are benefiting from this field. 
Developmental biologists would, for example, be surprised to discover that topics such as 
heterochrony (the study of the effect of changes in timing and rate of development in an evolu
tionary context) can be modelled in some detail (as described by Angelo Cangelosi in Chapter 18 
and Cangelosi, 1999). Also, topics as hotly debated as Haeckel's idea that ontogeny recapitu
lates phylogeny (Gould, 1974; Raff, 1996) have been dihgently covered in the computational 
development Hterature (Nolfi and Parisi, 1995). 

Computational development also promises new capabilities for our computer software: self-
designing, adapting, self-repairing and developing solutions to problems. We anticipate that it 
will enhance the capabilities of evolutionary computation, neural computation and artificial life. 

I . I . I What's to come 

This chapter is divided into three major sections. In the first (1.2), we provide an overview of the 
biology behind development. If you are new to biological ideas of morphogenesis, differentia
tion, pattern formation, cells, proteins and genes, we strongly recommend that you start with 
this section. The second major section (1.3) covers the new field of computational development, 
or how we use computers to model developmental processes. It explains why we are interested in 
doing this, what computational development is, what it entails and an overview of some of the 
hterature on this topic. Finally, the third major section (1.4) presents two case studies: an 
example of modelling complex interactions between proteins and an example of a testbed 
able to evolve and develop simple multicellular forms by computer. 

1.2 An overview of development 

Natural evolution has evolved countless organisms of varied morphologies. But before this 
astonishing diversity of life could evolve, evolution had to create the process of development. 

So, what is development? In the words of our colleague Lewis Wolpert at University College 
London, 'Development is essentially the emergence of organized structures from an initially 
very simple group of cells' (Wolpert, 1998). It is a process of construction that emerges from the 
interplay between proteins, genes, cells and the environment, resulting in the formation of an 
organism. It is the reason why you are able to read these words instead of floating around an 
ocean looking Uke an amoeba. Evolution designs hfe, but development builds it. 

1.2.1 Developmental processes 

Central to development is construction and self-organization. The production of a massively 
complex form, comprising trilhons of cells all working in harmony with each other, all from a 
single initial ceU, is truly one of the wonders of evolution. How does a single cell give rise to a 
multicellular organism? 
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All cellular behaviour is controlled by proteins, which are produced by genes. But we will first 
examine development at the level of the cell. There are five main processes involved in biological 
development: 

• cleavage divisions 
• pattern formation 
• morphogenesis 
• cellular differentiation and 
• growth. 

Cleavage division 
Cleavage division involves the zygote (fertilized cell) undergoing a series of rapid divisions to 
create more cells. Unlike cellular proliferation where cells grow after dividing, during cleavage 
there is no increase in cellular mass between each division. The result of cleavage is a hollow ball 
of cells, known as the blastula. 

Pattern formation 
Pattern formation is the process by which 'a spatial and temporal pattern of cell activities is 
organized within the embryo so that a well-ordered structure develops' (Wolpert, 1998). Pattern 
formation comprises two main stages: the process by which the initial body plan is laid down 
and the allocation of cells to different germ layers (primary cell layers in an embryo). The first of 
these stages - the laying down of the body plan - results in the setting up of a coordinate system. 
This is achieved through two axes, which define the anterior and posterior ends and the dorsal 
and ventral sides of the body. Both axes are at right angles to each other (Figure 1.1). The 
second stage of pattern formation is also responsible for creating the different germ layers, 
namely: the ectoderm (external layer of ceUs), mesoderm (middle layer) and endoderm (inner 
layer of cells). 

s4. 
Dorsal (back) 

Anterior (head) | \ Posterior (tail) 

Ventral (front)| 

Figure I.I Initial body plan. Two axes defining anterior and posterior ends, dorsal and ventral sides 
(a third axis showing left and right is also shown). 

One important theory related to pattern formation was developed by Lewis Wolpert in 1969. 
Positional information is a theory of how cells acquire positional identity and value related to 
their position along a line with respect to boundaries at both ends of the line. The line is 
specified by a diffusing morphogen (Wolpert, 1998). Cells can have their position specified by 
a number of mechanisms. A popular mechanism is that of a diffusing morphogen gradient. For 
a more detailed exposition of positional information the reader is referred to Chapter 2. In 
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addition, Chapter 15 by Miller provides a lovely illustration of the ideas behind positional 
information and size regulation using a computer simulation. 

Lateral inhibition is another important developmental mechanism. During development, 
differentiating cells can emit a signal molecule that acts locally by inhibiting the nearest neigh
bour cells from developing similarly (Wolpert, 1998). This can give rise to regularly spaced 
patterns, such as that exhibited by the pattern of feathers on the skin of birds. Again, 
Chapter 15 shows pattern formation in a computer that appears to emerge in a process akin 
to lateral inhibition. 

Morphogenesis 

Morphogenesis involves incredible change in the three-dimensional form of the developing 
embryo as a result of cell movement and conformational changes that generate forces. 
Extensive cell migration (movement of cells) can also occur. The most dramatic change during 
morphogenesis, as Wolpert points out, is gastrulation. Typically, all animal embryos undergo 
the dramatic changes of gastrulation, or gut formation. In general, gastrulation involves cells on 
the outside of the embryo folding and moving inwards to form the gut. In the case of the sea 
urchin, gastrulation can carve out a hole through the middle of the blastula forming a gastrula 
(multilayered embryo with a cup-shape indentation in it). Chapter 16 shows an excellent com
puter simulation of invagination. 

Cell differentiation 

Cell differentiation, the fourth process, is a gradual process by which cells acquire different 
structure and function from one another, resulting in the emergence of distinct cell types, for 
example, neurons or skin cells. Differentiation is fundamentally about the different proteins cells 
contain. If a cell has become terminally differentiated, it continues to produce these proteins due 
to a change in gene expression that causes a stable pattern of gene activity, else the cell may 
continue differentiating over successive cell divisions. Differentiation is influenced therefore, by 
at least the following two processes: 

• cell signalhng - intercellular communication and 
• asymmetric division - division that results in the asymmetric apportioning of factors 

(proteins) in the parent cell, causing parent and daughter cells to acquire different 
developmental fates. It also acts as a symmetry-breaking mechanism (Turing, 1952; 
Wolpert, 1998; Stewart, Chapter 10 this volume). 

Growth 

The final process, growth, involves an increase in size due to one of a number of methods: cell 
proHferation, in which cells multiply; a general increase in cell size and the accretion of extra
cellular materials, such as bone (see Chapter 2 for a description of Drosophila development). 
Note that these processes do not necessarily occur sequentially, but overlap. 

1.2.2 Cells 

So the development of an organism rehes upon its cells undergoing cleavage divisions, pattern 
formation, morphogenesis, cellular differentiation and growth. But how can cells perform such 
diverse functions? What is a cell? 

Cells are complicated entities; they are the atomic constructional unit of organisms. Cells 
come in two specific classes: prokaryotic (bacteria and blue-green algae) and eukaryotic (plants 
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and animals). The DNA in a prokaryotic cell is not encased within a nuclear envelope. 
Eukaryotic cells enclose their DNA within a membrane, conferring an additional opportunity 
to control gene regulation (they also contain organelles such as the chloroplast and mito
chondria). 

Generally, (in the terminology of computer science) cells can be Hkened to autonomous 
agents in that they have: 

• sensors (in the form of protein-based receptors that bind signals, or ion-channels that 
permit signals through the cell membrane that receive information from the environ
ment) 

• internal logic that integrates this information (the genome) and 
• effectors (synthesized proteins) able to perturb the environment. 

As should be evident, cells are fundamentally protein-processing machines, sensing protein 
signals, being controlled by proteins and outputting new proteins for other cells to sense. 

Cell membrane 
The cell takes great pains to separate itself from its immediate environment: that is to say the cell 
has a very well defined boundary - the cell membrane. The immediate purpose of the membrane 
is to prevent proteins from seeping away. At the same time, however, proteins need to be able to 
enter and leave the cell in order to affect it. This passage of proteins is not random. Cells exercise 
specificity: they can select which proteins enter and leave them. To this end, the cell membrane is 
semipermeable (or selectively permeable, as it is also known), allowing only certain protein 
molecules through. 

Cell signalling 

Groups of cells can influence the development of another group of cells by emitting signals. This 
process is termed induction. Inductive signals provide instructions to cells on how to behave. In 
essence, the inductive signal 'selects' a single cellular response from an already limited number of 
responses (Wolpert, 1998). 

Cell signalhng enables cells to detect and respond to conditions within the extracellular 
environment. In the case of multicellular organisms, cells need to be able to communicate 
over short and long distances in order to shape the developing organism. Without signalling, 
only asymmetric distribution of factors during cleavage could cause cells to become different 
from one another. The importance of cell signalling in influencing an otherwise unchanging 
mass of cells to vary in identity and function (differentiation) was highhghted by Spemann's 
famous organizer experiment, in which a signalhng centre was able to organize new axes in an 
amphibian embryo (Wolpert, 1998). 

Types of cell signalling in biology fall into four main categories: 

• endocrine (long range, e.g. hormones) 
• paracrine (short range) 
• autocrine (internal self-signalling) and 
• synaptic (long-range effects through changes in the electrical potential across the 

membrane of the cell; used in the nervous system). 
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(There is also a fifth: juxtacrine signalhng.) Chapter 3 provides further definitions and explana
tions. First, cells may signal by emitting long or short range protein molecules. A target cell then 
recognizes the protein and binds it. Secondly, membrane-bound surface proteins on the signal
ling cell are recognized and bound by membrane-bound surface receptors on a target cell. The 
term cell signalling is normally used to describe interactions between cells, not intracell signal
ling (autocrine), where a cell emits proteins to affect itself. 

Cells can communicate by transmitting a signal in three main ways, by the: 

• release of molecules by one cell being detected by receptors on another cell 
• detection of membrane proteins on one cell by receptors on another cell, and 
• transfer of small molecules through gap junctions. 

The binding of a protein to a cell's receptor triggers many internal cell reactions that relay 
information to the genome. Such reactions constitute signal transduction pathways. 

Cell division 
Cells multiply by duphcating their contents and then dividing into two cells, parent and daugh
ter. This forms a cell division cycle, which is a complicated process that consists of a number of 
stages (Alberts et al, 1994): 

• interphase (where DNA replicates and proteins are synthesized before and after 
mitosis) 

• mitosis (nuclear division, which itself consists of a number of stages) and 
• cytokinesis (the division of the cytoplasm of a cell following the division of the nucleus). 

Discrete cell behaviours such as division and death occur against a backdrop of continuous 
growth. 

Cell division is a crucial aspect of development. Two types of cell division occur: symmetric 
and asymmetric. The symmetry or asymmetry is in relation to cytoplasmic factors sequestered 
within the cell. Symmetric division occurs when the plane of cleavage divides the cell into equal 
sizes with equal proportions of cytoplasmic proteins. Asymmetric division occurs when the 
plane of cleavage divides the cell into unequal sizes with daughter and parent cell containing 
different cytoplasmic factors. The orientation or direction of cell division is not random, it is 
controlled and directed. However, exactly what determines the direction in which a cell is to 
divide is still under investigation in cell biology. 

1.2.3 Proteins, enzymes, polypeptides and catalysts 

As we have seen, development rehes on proteins to control all of the complex behaviour of cells. 
Proteins are macromolecules derived from genes in DNA. Each cell contains several thousand 
different types of proteins, performing numerous functions. Some of the roles proteins adopt are: 

• structural components of cell and tissues 
• general housekeeping, i.e. involved in the transport and storage of small molecules, e.g. 

haemoglobin and oxygen 
• transmission of information between cells, e.g. protein hormones and 
• defending against infection (e.g. antibodies). 



An introduction to connputational developnnent 7 

The most fundamental property of a protein is its ability to act as an enzyme. Enzymes are 
essentially catalysts, responsible for catalysing the vast majority of chemical reactions in biolo
gical systems. Catalysts increase the rate of chemical reactions by lowering the activation energy 
of reactions without altering the chemical equihbrium between reactants and products and 
without themselves being consumed or permanently altered. 

Proteins are polymers comprised of twenty different amino acids. These amino acids are 
joined together by peptide bonds forming polypeptides. Polypeptides are thus Hnear chains of 
amino acids, typically hundreds or thousands of amino acids in length. Each protein comprises a 
unique sequence of amino acids, determined by the order of nucleotides in a gene. Proteins take 
on distinct 3D conformations that are critical to their function. The shapes of proteins are 
determined by their amino acid sequences. 

Genes specify the order in which amino acids are to be incorporated into a protein. The order 
of nucleotides in a gene specifies the amino acid sequence of a protein via translation (see below) 
in which messenger RNA (mRNA) acts as a template for protein synthesis. 

1.2.4 Genes 

Proteins may specify the behaviour of cells, but it is the genome that controls proteins. The 
genome specifies when and where proteins are synthesized. By controlling the temporal and 
spatial synthesis and decay of proteins, the genome is able to control the overall form of an 
organism with high precision. 

There is a common and often dangerous misconception that there exists a single gene for any 
single behavioural trait, for example, a gene for blue eyes. The implication that there exists a 
one-to-one correspondence between gene and phenotypic trait is simply incorrect and perhaps 
solely a consequence of our need to reduce phenomena to simple cause and effect. There are no 
genes for eye colour, for leg length or for any other phenotypic trait. There are only genes for 
proteins. Thus, genes only have one purpose - they specify proteins to be synthesized. These 
proteins, by virtue of their chemical properties and the compHcated conformations they adopt, 
construct highly intricate and complex networks of interactions. The presence or absence of 
different proteins within these networks in turn regulate the synthesis and decay of further 
proteins. The process of regulation is of paramount importance during development. Proteins 
regulate proteins, which regulate other proteins, which regulate genes, whose products regulate 
other genes, including themselves, and so on. 

DNA 
DNA {deoxyribonucleic acid) forms the genetic material for almost all organisms on the planet 
(with the exception of some viruses that replace DNA with RNA or ribonucleic acid as the 
genetic material) (Lewin, 1999). The discovery of the structure of DNA by Watson and Crick in 
1953, represented a milestone in modern genetics. They proposed that DNA had a double 
helical structure that contained two polynucleotide chains, forming the backbone of the 
molecule. 

Nucleic acids consist of polynucleotide chains. Nucleic acids contain four types oi bases, two 
purines', adenine (A), guanine (G) and two pyrimidines: cytosine (C) and thymine (T). In RNA 
thymine is replaced by uracil (U). The DNA molecule is built up as follows: the bases extend 
inwards from each nucleotide chain, with purines pairing with pyrimidines, resulting in the 
following base pairings: guanine pairs with cytosine (G-C) and adenine pairs with thymine 
(A-T) or (A-U in RNA). These base pairings are termed complementary. 
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The sequence of nucleotides in DNA is important as it codes for amino acids that constitute 
the building blocks of the corresponding polypeptide or protein. In order to construct the 
corresponding protein the sequence of nucleotides is read three at a time - the nucleotide triplet 
is termed a codon. Each codon corresponds to a single amino acid. The genetic code is read in 
separate triplets or non-overlapping triplets with successive codons represented by successive tri
nucleotides. Sixty-one define amino acids (although only 20 amino acids exist) while the remain
ing three represent stop signals for protein synthesis. The code is unambiguous, i.e. one codon 
does not specify more than one amino acid. However, the code is degenerate in that more than 
one codon can specify each amino acid. 

Information in DNA and RNA is conveyed by the order of the bases in the polynucleotide 
chains. A consequence of complementary base pairing is that one strand of DNA or RNA, can 
act as a template for the synthesis of a complementary strand. Nucleic acids are therefore 
uniquely capable of directing their own self-replication. 

DNA does not directly control protein synthesis. Protein synthesis occurs in the cell cyto
plasm under the control of RNA synthesized from the DNA template. So RNA is responsible 
for conveying information from DNA to the sites of protein synthesis in the cell, known as 
ribosomes. 

Gene expression and regulation 
In eukaryotic genetics, genes are flanked by a region of DNA that is rich in G-C nucleotide 
bonds, commonly referred to as the TATA box (Lewin, 1999). Its presence informs the cell 
transcription machinery that a gene is present. Once informed, the machinery (in the form of 
transcription factor TFIID) binds to a region extending upstream of the TATA box. A protein, 
known as the TATA-binding protein (TBP), is responsible for recognizing the TATA box. The 
region that TFIID binds to is known as the promoter (Lewin, 1999) (the term is now fast being 
replaced by a new, more accurate term, the cis-regulatory region). This region contains tran
scription factor target sites that proteins bind to, thus influencing transcription inhibition or 
activation (Davidson, 2001). These transcription factor target sites can be viewed as precondi
tions that need to be satisfied to various degrees in order for the gene to activate. Once activated, 
the gene transcribes the region adjacent to the cis-regulatory region, known as the coding 
region, responsible for specifiying which protein is to be synthesized. The process by which a 
gene is transcribed and gives rise to a protein is known as gene expression. 

The expression of genes is controlled by regulatory proteins. These proteins are emitted by 
genes and in turn control and affect the expression of other genes. Regulation can lead to long 
chains of regulatory control: with genes regulating genes that in turn regulate other genes, and 
so on. In so doing, development can control the synthesis of proteins over space and time. 

The process of controUing protein synthesis is termed regulation and is crucial to develop
ment (Lewin, 1999). (Note that for developmental biologists the term regulation also means the 
abiUty of the embryo to develop normally even if parts of it are rearranged or removed.) There 
are many methods of achieving regulation, these vary depending on organismal cell type, for 
example, prokaryotic cells have no nuclear envelope and so RNA synthesis and protein synth
esis do not occur individually, but simultaneously. This is in contrast to eukaryotic cells, which 
do have a nuclear envelope enabhng mRNA and protein synthesis to occur separately. This 
separation in both space and time can cause the RNA to degrade before protein synthesis 
(translation) can occur; thus providing eukaryotic cells with an additional method of regulation. 
Apart from this, there are two main types of regulation: positive and negative. Positive regula
tion can be likened to amplification. With initially smafl amounts of protein present, regulatory 
proteins can bind to genes causing additional synthesis of the same protein, thus amplifying 
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what was there aheady. Negative regulation is the opposite: a regulatory protein binds to the 
cis-site of the gene and represses activation, resulting in no expression of the gene. 

1.2.5 Summaty of development 

This first section of the chapter has given a very brief overview of natural development, or how 
multicellular organisms are built. We have seen that cells undergo five important processes: 
cleavage divisions, pattern formation, morphogenesis, cellular differentiation and growth. We 
examined some of the complexity of cells: how they sense and react to their environments, how 
they divide and how they are controlled by proteins and use proteins to signal their companions. 
We briefly looked at proteins: how they act as catalysts, how their molecular structure forces 
them to fold into specific shapes which then affects their function and how they are used for 
everything from structural components of cells and tissues, to signals. Finally, we examined the 
genome: how genes within DNA are transcribed with the help of RNA to make proteins and 
how the transcription is regulated by the presence or absence of other proteins, thus forming 
complex gene regulatory networks. 

Chapters 2 to 5 of this volume continue this exploration of development further. Chapters 6 
to 9 begin to explain how some of our understandings of the biology can be formahzed and 
explained mathematically and through computer modelling. 

1.3 Computational development 

The second major section of the chapter examines computational development: how computers 
have been used to model development and what those models do. However, first we need to 
understand why we are interested in computational development and what it is. 

1.3.1 Why development? 

The advantages that a good computational model of development can bring to biology are 
almost self-evident. Computers enable us to experiment with different hypotheses of how organ
isms develop and they enable us to analyse that development in far greater depth than is possible 
in 'wet experiments'. They also allow us to run more experiments than are normally possible and 
at almost no expense. But this book is not just aimed at biologists who wish to see how 
computers can be used to help them. It is also aimed at computer scientists who wish to exploit 
some of the power of development in our technology. 

Why is development of any importance to fields such as evolutionary computation and 
artificial life? The answer is construction. 

The main goal of developmental and evolutionary biologists is to understand construction. 
Indeed as Fontana et al. remark, 'The principal problem in evolution is one of construction' 
(Fontana et al., 1994). In their quest, developmental biologists are aided by the plethora of 
organisms (or systems) that make up our ecosystems. Through studying developmental systems 
in organisms such as the chick, Drosophila (fruit fly), the mouse, the nematode worm and 
Xenopus, biologists have built up a good picture of the mechanisms at work. 

The field of computer science (specifically artificial life and evolutionary computation) are 
equally obsessed with construction. Whether it is the construction of life-like entities or complex 
designs or solutions, construction is the unifying theme between the two subjects. 
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Why do we need development at all? In technological fields, the dream of complex technology 
that can design itself requires a new way of thinking. We cannot go on building knowledge-rich 
systems where human designers dictate what should and should not be possible. Instead, we 
need systems capable of building up complexity from a set of low-level components. Such 
systems need to be able to learn and adapt in order to discover the most effective ways of 
assembling components into novel solutions. And this is exactly what developmental processes 
in biology do, to great effect. 

So why bother with development when evolutionary algorithms (computer models of evolu
tion used for problem solving) permit the evolution of solutions to our problems? The trouble 
with applying traditional evolutionary algorithms (EAs) to problems is that, generally, as our 
problems get more complex so do the types of solutions they demand. This is particularly 
troublesome for traditional EAs as typically there is a one-to-one relationship between the 
genotype and the corresponding solution description (the equivalent of one gene for each strand 
of hair on a person's body). As solutions to problems become more complex, the length of the 
genome encoding the solution typically increases. This leads to the silly situation in which a 
problem demanding a solution with n constituents requires at least n genes, where n could easily 
run into the thousands or millions. The standard answer to such problems has been the addition 
of problem-specific knowledge into genetic representations. We can do this by telling the com
puter that subroutines, loops, symmetry or subdesigns are necessary. However, for very complex 
solutions we may not have any knowledge about the best way to solve the problem. And even if 
we do, by adding our own ideas about how solutions should be constructed, we constrain 
evolution and prevent it from finding alternatives. 

Clearly, biology does not handle organismal construction in such an inefficient manner. 
Instead, evolution by natural selection evolved a highly intricate, non-hnear method of mapping 
genotype to phenotype: development. Almost every organism on earth exists as a result of the 
correct unfolding of events due to its developmental programme. Biology is able to construct the 
smallest organisms to the largest, from ants to blue whales, all using similar fundamental 
processes of development. Evolution has not had an external God to provide knowledge 
about the best way to develop life. It had learnt that certain developmental processes result 
in the formation of modularity, providing complex solutions that contain the equivalent of 
subroutines, loops, symmetry and subdesigns. Development has enabled evolution to learn 
how to create complexity. 

As is Hsted in the 'advantages' in the next section, these processes have enormous potential. 
Technology that can design itself, build itself, repair itself and adapt to its environment would 
be a revolution. The combination of evolution with development has the potential to bring 
about this revolution. And while it may still sound ambitious or akin to science fiction, 
researchers are actively working towards all of these goals using ideas from development 
right now. 

Advantages and disadvantages 

As with any type of computational technique, algorithms based on development can create their 
own problems. For example, they can be: 

• difficult to evolve by computer 
• difficult to analyse 
• difficult to create by hand, and 
• computationally expensive. 
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It may be argued, however, that the potential advantages they confer far outweigh their dis
advantages. Advantages include: 

• reduction of the genotype 
• automatic emergence of complexity 
• compact genotypes defining complex phenotypes 
• repeated structure (subroutining, symmetry, segmentation) 
• adaptabihty 
• robustness to noise (fault tolerance) 
• regenerative capabiHties 
• regulatory capabiHties 
• able to help in understanding real biological processes and mechanisms. 

The other sections of this chapter (and all of the other chapters in this book) explore these 
ideas further. 

Now we have examined why we are interested in the topic, we must try to define it. 

1.3.2 What is computational development? 

Evolutionary algorithms 
Much recent research on computational development originates from computer scientists in the 
field of evolutionary computation (a field that overlaps with artificial life). This field of com
puter science studies a class of population-based, stochastic search algorithms known as evolu
tionary algorithms (EAs). There are four main types of EA: the genetic algorithm (GA) 
(Holland, 1975), genetic programming (GP) (Koza, 1992), evolutionary programming (EP) 
(Fogel et al., 1966), and evolutionary strategies (ES) (Rechenberg, 1973). All are highly success
ful 'problem-solvers' used to evolve solutions for hundreds of different appHcations: everything 
from design optimization and robot control to music composition (Bentley, 1999; Bentley and 
Corne, 2001). Figure 1.2 illustrates the algorithm for the simple GA. 

INmALIZE POPULATION WITH RANDOM ALLELES 

*^ EVALUATE ALL rNDIVIDUALS TO DETERilNE THEIR FITNESSES 

REPRODUCE (COPY) INDIVIDUALS ACCORDING TO THEIR FITNESSES 
INTO mmm pom: (HIGHER FITNESS=moRE COPIES OF A N INDIVIDUAL) 

RANDOHHLY TAKE TWO PARENTS FROli 'MATING POOL* <— 

USE RANDOM CROSSOVER TO GENERATE TWO OFFSPRING 

RANDOHHLY MUTATE OFFSPRING 

PLACE OFFSPRING INTO POPULATION 

HAS POPULATION BEEN FILLED WITH NEW OFFSPRING? - — 

I YES 

_ _ _ IS THERE AN ACCEPTABLE SOLUTION YET? 
lyO (On HAVE x GENERATIONS BEEN PROtllCED?) 

I YES 
FINISHED 

Figure 1.2 The simple genetic algorithm (GA). 
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Traditionally, the GA was the only EA to make the expUcit separation between genotype and 
phenotype. For historical reasons, rather than including an explicit development stage between 
genotype and phenotype, evolutionary algorithms of all classes have focused on modelhng 
evolution and omitted complex genotype to phenotype mappings. Typically, in EAs, the rela
tionship between a gene and its phenotypic effect is one-to-one, as is illustrated in Figure 1.3a. 
There is a linear relationship between genotype and phenotype - no development! 

The recent trends towards the addition of development in EAs has often stemmed from 
purely practical concerns. Evolutionary algorithms are very efficient search techniques in com
puter science, but with a linear mapping from genotype to phenotype, the only way to evolve 
complex solutions is to have complex genotypes - which often cannot be evolved by computer 
without the addition of domain-specific knowledge. It is anticipated that the addition of devel
opment may overcome such limitations to current EAs. 

Alternative forms of development 
Development is often seen as being unique to biology, but this not always a useful way of 
viewing it. Here, we argue that development is about fundamental, self-organizing processes 
and mechanisms of construction. It is not about the specific type of material performing the 
construction. A system with the appropriate properties will undergo development, whether 
made from protein molecules, cells and cartilage, or from binary digits, subroutines and data 
types. Just as we can evolve solutions in computers using evolutionary algorithms (EAs) and 
both solve our problems and gain improved understandings of natural evolution, so we can 
develop solutions in computers. If materials were all that mattered then all computational (and 
mathematical) models are ultimately flawed, including any conclusions drawn from them. 
Fortunately, it is the processes that matter. 

Developmental algorithms cannot follow every aspect of development to the letter; simplify
ing assumptions must be made. This apphes also to the scale at which modelling is performed. 
Modelling at too fine a level of granularity (e.g. at atomic scales) can resuU in large computa
tional overheads and can render the problem computationally intractable, even with the most 
powerful of computers. Modelling at too coarse a level (e.g. ignoring protein-cell and cell-cell 
interactions) may prevent many of the developmental processes that are desirable. 

Determining the level of abstraction at which to model development is often difficult. 
Fortunately for the computer scientists, computational development is not just about modelling 
developmental processes to learn more about biology. From a 'complex systems' point of view, 
the construction of complex solutions to problems is of paramount importance. The ability to 
self-organize would be advantageous for numerous technological disciplines, such as evolution
ary design, evolutionary robotics and evolvable hardware. Consider, for example, the young 
field of nanotechnoiogy, which promises tiny, nanoscale robots able to rescue ageing and dying 
cells, or even give the immune system a helping hand by detecting and destroying foreign 
pathogens. This is easier said than done. An immediate problem facing nanotechnoiogy is 
one of construction. Robots at the nanoscale are too small to construct using conventional 
methods, so new methods are required. One of these is to employ self-organizing processes as in 
developmental biology. 

So computational development is not merely a tool biology can employ to understand the 
processes and mechanisms underlying organismal construction. It is also a tool for researchers 
in technological fields to help construct complex adaptive systems. Just as natural selection 
evolved intricate processes of construction, computational development is in a position to 
investigate what can only be described as alternative forms of development for our own tech
nological, constructional problems. There is much to be learned from developmental biology. 
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Definitions 
So computational development has great potential. But what is it? What does it mean to 
develop! Why are some processes developmental and others not? 

As we have seen, most evolutionary algorithms do not have complex mapping stages from 
genotype to phenotype. Most EAs are designed to evolve solutions in computers, not to develop 
them. Because of this, they often have direct and linear mappings from gene to parameter 
(phenotypic effect) (Figure 1.3a). In contrast, development relies upon highly indirect and 
non-hnear mappings. 

(a) 
11010 
10000 
01001 
01101 
11111 

decodes to phenotype parameter 1 value of 26 
decodes to phenotype parameter 2 value of 16 
decodes to phenotype parameter 3 value of 9 
decodes to phenotype parameter 4 value of 13 
decodes to phenotype parameter 5 value of 31 

(b) 
A 

~B 
C 
D 
A 

000 
001 
110 
BA 
D 

In the presence of protein A, divide cell into two 
In the absence of protein B, kill cell 
In the presence of protein C, differentiate function of cell 
In the presence of protein D, produce proteins B and A 
In the presence of protein A, produce protein D 

Figure 1.3 (a) An example of a traditional genotype in computer models of evolution: genes map directly 
to parameter values, (b) An example of a developmental encoding required in models of development: 
genes act as instructions. 

In biology, rather than the genome containing a full description of the phenotype, as in one-
to-one mappings, it contains a set of instructions to construct the phenotype. In computer 
science, when the genotype is a set of such instructions it is termed a generative program or 
developmental encoding. So for development to occur in our computer models, we require a 
developmental encoding, i.e. our genes must act like instructions (Figure 1.3b). Development 
then becomes the process(es) of executing those instructions and dealing with the highly parallel 
interactions between them and the structures they create. 

But we can go further than this in our definition of computational development. In biology 
there seems to be a clear idea of separate, interacting entities. For example, entities known as 
genes interact with other genes, through the transcription of proteins. Proteins interact with 
each other and with genes and cells. Cells interact with each other, with substances they secrete, 
with collections of cehs known as tissues and with proteins and genes. Tissues interact with each 
other, as does cartilage and bone, eventually forming organisms. And, of course, organisms 
interact with each other and with other organisms as they continue to develop and live their 
lives. 

Development requires the idea of separate entities or modules, hierarchies of such modules 
and multiple interactions between each other and between the different levels of the hierarchy 
(Figure 1.4). This is an important computational tool used in development - the separation of 
function into separate modules helps isolate, preserve and protect those functions. Their con
tents are less Hkely to be damaged by evolution or by neighbouring modules (we use subroutine 
functions in computer programming languages for the same kinds of reasons). The multiple 
interactions provide an extraordinary capability of 'emergence' of self-organization, in much the 
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Figure 1.4 Developmental mapping from genotype to phenotype (only a single set of modules and their 
interactions is shown). Note that the separation of genotype, developmental mapping and phenotype is 
shown purely for convenience of explanation. A more appropriate viewpoint would merge all three 
together, for the genetic interactions are an integral part of development and the phenotype is nothing 
but the 'result so far' of the non-stop developmental processes that continue throughout the Ufe of the 
organism. 

same way that multiple interactions of an ant colony can result in complex, organized behaviour 
(Holland, 1998; Bentley, 2002). 

To this end, we define a module to mean any discrete constructional unit able to sense its 
environment, process its sensed inputs and affect its environment, as controlled by the develop
mental encoding (Figure 1.5). 

environment 

module 

Figure 1.5 A module is able to sense its environment, process its sensed inputs and affect its environment, 
as controlled by the developmental encoding. 

This allows us to capture the idea of genes and proteins and their interactions with each 
other. The environment of a protein is a molecular-scale universe where proteins from a trillion 
different sources could affect it through molecular interactions. It also allows us to capture the 
idea of higher-level modules: cells that interact with each other. The environment of a cell is a 
horribly complex world of other cells, molecules, surface tensions, compression and expansion 
forces. From interacting genes to interacting organisms, we can develop them if we have a 
developmental encoding that controls the construction and behaviour of modules (and modules 
of modules, and so on). 

Finally, while modules may comprise most of the environments of their companions, devel
opment does require a more fundamental environment - a set of physical laws such as forces, 
molecular bonds and electromagnetic radiation, to enable the parsing of the development 
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encoding and the creation and interactions of modules. Of course in our computers we may pick 
and choose which of the laws of physics we wish to include. But computational development 
requires its instructions to be read and its modules to form and interact. Without some physical 
laws, nothing would develop. 

With this idea of developmental encodings, hierarchies of interacting modules and environ
ments, we can assess our computational models of development. A system that has a direct one-
to-one mapping from gene to parameter, has no interacting modules and thus has zero devel
opment occurring. A system with only one type of module and interactions between those 
modules, may perform weak development (see Figure 1.4). A system with multiple interacting 
modules (e.g. genes, cells, tissues, organs, etc) may perform strong development (Figure 1.6). Of 
course, the strongest form of development is biological development in nature. 

f •:•:* ' % 
Genotype — ^ i^'""^.x. —--• Phenotype 

••' KJ 

Environment 

Figure 1.6 Stronger developmental mapping from genotype to phenotype (two sets of modules and their 
interactions are shown). 

1.3.3 Embodied development: development and the environment 

Organisms do not exist in a vacuum. They are embodied within a complex, dynamic environ
ment with which they interact. Maturana and Varela term the interaction between the embodied 
system and environment, structural coupling (Maturana and Varela, 1992). When an organism is 
embodied in its environment, its response to environmental events or perturbations is deter
mined by its structure (its components and the relationships between them) and vice versa. At 
the same time, the structure of organism and environment are each affected and altered by 
perturbations from the other. All biological systems are intimately coupled to their environ
ment. For example, humans have evolved a range of sensors to detect those aspects of their 
environment that affect them most and have also evolved extraordinarily diverse methods of 
interacting with their environments. 

Structural coupling requires mutual perturbatory channels (Quick et ah, 1999a, b) between 
system and environment (Beer, 1995; Pfeifer, 1998). To be embodied within an environment, an 
entity must be perturbed by and must perturb its environment. Clearly, genes, proteins, cells, 
tissues and so on, are all highly structurally coupled to their respective environments for devel
opment to work. In contrast, most man-made devices have very few (if any) sensors and few 
ways in which they can perturb their environments. Such comparisons enable us to think of 
embodiment as a measure on a shding scale: the more perturbatory channels between an entity 
and an environment, the more structually coupled, or embodied, it is. 

Biological systems are not the only type of system that this measure applies to. Its appeal is 
that it is not limited (unique) to biology or any other medium. Quick et al. have termed this 
matter-independent quality, ontology independence (Quick et al, 1999a). All that counts is that 
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a system be embodied within an environment and there be some degree of structural coupHng 
between the two. So, whether biology, silicon, or software-based, the raw material is immaterial. 
This is important to the field of artificial life and its quest to create systems comparable to 
biology, as it represents an important step forward in being able to compare in a meaningful 
manner the complexity of a myriad of disparate systems. 

Fleischer's work on the multiple mechanisms of morphogenesis (see Chapter 12) serves to 
illustrate the concepts of ontology-independent structural couphng and perturbatory bandwidth 
(Fleischer and Barr, 1993). His model is an example of a software-based medium that has an 
environment and embodied developing system within it. The environment has physics and the 
developing system is connected to it through sensors and effectors. Thus, the system and envir
onment are able to interact and perturb each other. Other excellent examples of such work 
include that of Sims (1999) and Hornby et al. (2001) which use developmental encodings to 
evolve both creature morphology and neural network controllers while directly interacting with 
an environment. These are examples of richness of system-environment interaction (increased 
perturbatory bandwidth) that are often overlooked because they are embodied in software, i.e. a 
simulation. A more obvious candidate for such concepts is the pioneering work of Adrian 
Thompson on evolvable hardware (Thompson, 1996a, b), in which highly unconventional 
circuits were evolved in real FPGA chips. 

Thompson's work on evolvable hardware serves to illustrate the concept of degrees of free
dom (Thompson, 1996b). It highlights the complexity achieved through rich system-environ
ment interaction, i.e. increased perturbatory bandwidth available to the evolving system: silicon. 
Thompson initially had trouble understanding how the evolved solution achieved the desired 
behaviour. Analysis soon revealed that evolution had taken advantage of the increased pertur
batory bandwidth open to the silicon, such as temperature, and the intrinsic physical properties 
including resistance, capacitance and inductance to achieve the desired aim of evolving a two-
tone discriminator. 

Unfortunately, embodiment and increased perturbatory bandwidths are meaningless without 
a rich environment with which to interact. The work of Thompson illustrates how evolutionary 
computation can harness the richness and complexity of real physics, just as natural evolution 
has done within its developmental processes. The work was impressive, for it showed how 
perturbatory channels could be increased: blurring the boundaries between computer model 
and physical world. But computational models are often entirely based within computers. 
Having entities embodied within environments is very simple in a computer model. The diffi
culty Hes in creating a sufficiently rich and complex environment. This is the reason for the 
success of Fleischer's, Sims's and Hornby's research - their environments were rich with 
dynamics such as surface tension, gravity, friction, inertia, moments and energy dissipation. 
It is also the reason for the success of many of the models of development presented in this 
book. If you can get the laws of physics right in your model, then your modules (be they genes 
or cells) will be given intrinsic properties such as adhesion, diffusion, friction and mass. 
Evolution (or you) can then design developmental processes that exploit these intrinsic proper
ties of modules and their environment. A simple environment reduces the capabilities of devel
opment. A rich and complex environment enhances the potential for development. (See 
Chapters 4, 10, 11, 12 and 16 for a detailed discussion of the role of the environment on 
biological development.) 

1.3.4 Evolvability 

Evolution is lazy. It exploits every conceivable (and inconceivable) way to make the minimum 
necessary adaptation. Evolution's greatest and unrivalled skill is its abihty to find and use every 
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avenue to achieve almost nothing. Like a river flowing down a rugged landscape, it always finds 
the easiest path. In nature it is able to do this trick often enough to generate ingenuity and 
complexity beyond our comprehension. 

Using evolutionary algorithms in our computers, we evolve good solutions to many problems 
all the time. The trouble is, to make an evolutionary algorithm evolve, you often need to be 
trained in the black arts of genetic representation wrangHng and fitness function fiddhng. In our 
computers, evolution often gets stuck - the population converges on a bad solution and then 
never improves. 

Reasons for such a lack of evolvabihty permeate the Hterature on evolutionary computation. 
For a long time it was believed that the fitness function held the key. If the function was 
multimodal with many local maxima, the population might converge on a local maxima unre
lated to the global optimum and (with nothing but a virtually impossible mutation able to find a 
better solution) become stuck there. Some researchers discovered that, contrary to this view, a 
converged population could evolve over many hundreds or thousands of generations, by follow
ing 'neutral pathways'. Genetic drift would randomly push the population around until it would 
reach a point where small mutations to better solutions became possible. The key to this seemed 
to be in the right kind of genetic representation. 

Ever since the beginnings of evolutionary computation, we have known about good and bad 
genetic representations. Traditionally, a representation should have strong 'causaHty' - a change 
to a gene should make a similar change to the phenotype. Genetic representations with strong 
causality are much easier to evolve. So representations that have a one-to-one mapping from 
gene to parameter value, and no development, are easier to evolve. Adding a non-Hnear map
ping such as development from genotype to phenotype reduces the causality, or makes it highly 
variable and inconsistent. Now effects such as pleiotropy (a single gene affecting more than one 
character of the phenotype: one-to-many), and polygeny (one or more genes combining to affect 
a single character of the phenotype: many-to-one) become common. Even worse, complex 
epistasis (Hnkage between genes) occurs, with the effects of genes expressed later in development 
dependent on the effects of genes expressed earlier. So compared to one-to-one mappings, where 
any gene can be changed and always produce a predictable and similar change to the phenotype, 
in developmental systems changing any gene can often completely disrupt the whole develop
mental process, resulting in dramatic changes to the phenotype. Evolution likes small changes -
it does not jump from one species to another. In our computers, development often turns a small 
genetic change into a massive (and disruptive) phenotypic alteration, thus halting evolution in 
its tracks. 

Some argue that the abihty of development to enable major phenotypic changes may be 
responsible for some of the significant landmarks in evolutionary history, e.g. the creation of 
segmentation (see Chapter 13 by Dawkins). As such, development would behave like a fine-
tuneable bias for evolution, making the future evolution of some phenotypes more likely, others 
less hkely (Gordon and Bentley, 2002). This is likely to be true in nature, but in our computers 
we still struggle to give evolution control of the biases. All too often, the bias seems to force 
evolution away from the phenotypes we might prefer and towards simpler ones that use devel
opment less. 

Developmental processes turn out to be one of the biggest headaches that we know of for 
evolutionary computation. While we can hand-design them with some success, creating an 
evolvable developmental process has proven an enormous challenge. We know that natural 
evolution also suffers from similar problems by the existence of the Hox genes (see Chapter 
2). These are ancient genes used by most of life early in development. As such, the effects of most 
genes expressed later in development rely on the Hox genes, so evolution is unable to make 
significant changes to these genes without destroying the organism. Our problem in computa-
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tional development is that far too many of our digital genes behave like this - leaving almost 
nothing for evolution to modify. 

The problems may be partially due to the discrete methods of encoding commonly used in 
many computational development systems. Treating genes as binary 'on/ofF switches, or pro
teins as 'on/ofF flags, prevents evolution from fine-tuning systems. A good way to remove a gene 
is slowly to reduce its effect over many generations, until a mutation to remove it no longer 
damages the phenotype. Discrete 'on/off^ encodings do not allow such gradual changes. In the 
same way, binary coding (often used to represent values of genes) and binary matching of 
proteins to genes is undesirable. 

Although we can never hope for a simple, linear causality in developmental systems, we can 
achieve massively gradual non-Hnear systems. If every part of the developmental system can be 
fine tuned by extremely small amounts, then the effects of all the interacting modules can be fine 
tuned by evolution. Methods to achieve this include the use of real coding instead of binary, 
different concentrations of proteins instead of 'on/oflP and probabihstic expression of genes 
instead of deterministic. Experiments have shown that these approaches do enable evolution 
to fine tune developmental systems successfully (Bentley, 2003a, b, c). Massively gradual devel
opment seems to be the key to evolvability. 

1.3.5 Literature related to computational development 

Reaction-diffusion systems 
Computational development was, arguably, founded by mathematician Alan Turing in the 
1950s with his seminal work on the chemical basis of morphogenesis (Turing, 1952). Turing's 
work involved investigating pattern due to the breakdown of symmetry and homogeneity in 
initially homogeneous continuous media. Through the use of chemicals, which he termed mor-
phogens (meaning generators of form), he showed how small discrepancies in chemical concen
trations could be amplified and during the course of development act as symmetry-breaking 
mechanisms that give rise to patterns. The patterning mechanisms Turing proposed (termed 
reaction-diffusion systems) were captured by a set of partial differential equations. These equa
tions capture the dynamics of autocatalytic and antagonistic chemical reactions with diffusion, 
in which a compound B undergoes an autocatalytic reaction, thus synthesizing more of itself. At 
the same time compound A begins synthesizing compound B, which inhibits the formation of A. 
Compounds A and B have different rates of diffusion through the medium (Meinhardt, 1998). 
The patterns generated by such dynamical systems are termed Turing patterns. 

Activator-inhibitor models 
Since Turing's work there has been much research into such dynamical systems as generators of 
pattern in development, most notably the work of Hans Meinhardt (Meinhardt, 1982, 1998). 
Meinhardt and Gierer have proposed and extensively studied a class of pattern forming 
reaction-diffusion system, known as an activator-inhibitor model (Meinhardt, 1998), which 
uses the concept of local autocatalysis and long range inhibition. Pattern is the result of strong 
positive feedback from small discrepancies in an otherwise homogeneous system. 

Meinhardt illustrates the model with an example of star formation in which 'a local increase 
in matter attracts more cosmic material - the self enhancing process'. The opposing, antago
nistic effect is provided by the depletion of the dust. Meinhardt points out that in this example 
there is an additional active antagonistic effect produced by the star itself: 'the emitted light 
exerts a so-called hght pressure that repels dust particles'. 
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The behaviour of such dynamical systems is often difficult to predict. This can be attributed 
to (as Meinhardt observes) fluctuations in initial conditions rendering accurate predictions 
impossible. Meinhardt presents some of his recent work in Chapter 7 of this book. 

Random Boolean networks 
In 1969, Stuart Kauffman developed a model of genetic regulatory networks, which he termed 
random Boolean networks (RBNs) (Kauffman, 1969). RBNs are Boolean in essence, i.e. a gene in 
an RBN can either be 'on' or 'off, there is no middle ground. Networks consist of Â  genes each 
able to regulate K other genes. Kauffman noticed that these RBNs spontaneously displayed 
some rather stable, ordered behaviour in randomly generated networks. The inherent stability 
and order in random networks led him to conclude that evolution by natural selection need not 
have evolved highly complex, ordered entities from scratch, but rather the inherent 'order for 
free' in such networks provided an array of choices for natural selection to pick amongst. 

Many biologists fear that RBNs are oversimpHfied and do not capture the complex subtleties 
of real genetics. Indeed, much genetics research is highHghting the intricate, complex nature of 
genetic regulatory networks (GRNs) in biology. One need only look at some of the highly 
complex and intricate schematics of gene regulatory structure to realize that the biologists' 
fears may be warranted. Current emerging genetics data show how the activity of just a single 
gene is regulated by many factors. This translates to a high K value in the RBN model. 
Additionally, K varies for diff'erent genes; this is not the case in RBNs, where K is fixed for 
every gene and is typically low - around 4 (Reil, 2000). Nevertheless, RBNs are intended as an 
idealized Boolean abstraction model of genetic regulatory networks that captures some impor
tant aspects of real genetics. As Ian Stewart observes, 'It is not useful to criticize these models on 
the grounds of what they leave out: the test is what they predict, and how well it fits the 
appropriate aspects of reality, with what they leave in' (see Chapter 10). 

Lindenmayer systems 
In 1968, Aristid Lindenmayer proposed a formalism based on string rewriting grammars as a 
model of development for multicellular organisms, now better known as L-systems 
(Lindenmayer, 1968). Since then, L-systems have seen much popularity, with Smith importing 
computer graphics techniques to visuahze the processes and structures being modelled, it was 
not long before L-systems were successfully apphed to the modelling and visualization of plant 
development. Since then, L-systems have become synonymous with models of plant develop
ment. VisuaHzing the results of L-systems never fails to impress; they are strikingly similar to the 
structure of trees and plants. Since Lindenmayer, Prusinkiewicz and his team have conducted 
much research into the area of modelHng and visualization of plant development (Prusinkiewicz 
and Lindenmayer, 1990; Prusinkiewicz et al, 1993, 1995, 1996). 

L-systems are a powerful formalism that come in diff'erent classes, such as parametric, diff'er-
ential and map L-systems. L-systems are essentially a set of parallel re-writing rules or produc
tions that replace predecessor (parent) modules by successor (daughter) modules starting from 
an initial condition or axiom. As Prusinkiewicz observes, the term module in the context of L-
systems ' . . . denotes any discrete constructional units that are repeated as the plant develops'. 
An example of a different apphcation of L-systems is given in Chapter 22 of this book. 

Cellular encoding 
In recent years, other researchers have examined grammars as means to model development. 
Although biologically inspired, the motivation behind Gruau's work was not to model biology 
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to the letter, but to investigate the use of a developmental encoding to construct neural networks 
in an efficient modular manner (Gruau, 1994). To this end, Gruau developed a technique he 
termed cellular encoding. 

Cellular encoding takes the form of a grammar-tree, used to encode a developmental process. 
The language upon which the grammar is defined uses instructions that correspond to local 
graph transformations controlHng cell division (the genotype). Each cell retains a copy of the 
entire grammar-tree, but has a pointer pointing to different sub-trees of the main tree. 
Development begins with a single cell, which is subjected to cell division by duplication, accord
ing to the instructions in the genome. The result of this process is the phenotype, a neural 
network. 

Cellular encoding is an example of a context free system, in which neighbour state is not 
taken into consideration (it does not use cell signalHng). Additionally, the model does not make 
use of diffusing chemicals, such as proteins. Symbolic knowledge is used in the grammar to 
permit hierarchies, symmetry and problem decomposition into sub-problems. 

Evolutionary neurogenesis 

In contrast to these approaches to computational development, much recent research originates 
from computer scientists in the field of evolutionary computation. Kitano and his group were 
among the first to conduct research into evolving computational development (Kitano, 1990; 
Kitano et al, 1998). In particular, Kitano has had great success in evolving large neural 
networks using ideas from development. Kitano extended his initial work and developed 
neurogenetic learning (NGL) which exhibited better scaling and convergence properties than 
had previously been shown. This work also exhibited phenomena such as differentiation. In 
addition, Kitano et al. conducted a fascinating project to simulate C. elegans, and more recently 
Kyoda et al. (2000) have developed a generalized simulator for multicellular development. 
The system is used to investigate the spatiotemporal patterning in single and multicellular 
organsims. 

Evolutionary 2D morphogenesis 

Fleischer's excellent work on the multiple mechanisms of morphogenesis represents one of the 
best works on artificial life to date. Fleischer developed a very sophisticated development 
testbed (Fleischer and Barr, 1993), with which he examined, in particular, the effect of mechan
ical forces, such as surface tension between cells during morphogenesis. Fleischer's initial moti
vation was to evolve neural networks, but his work soon took a departure from the norm in that 
his motivation changed to investigate the multiple mechanisms (i.e. chemical, mechanical and 
electrical) development uses during morphogenesis. 

One aspect of development Fleischer investigated with his testbed was long-range contact 
inhibition, i.e. the spread of an inhibitory signal through cell-to-cell contact alone (see Chapter 
12 for a more detailed exposition of this work). Fleischer showed that it was possible for an 
inhibitory signal to be propagated without diffusion, but by contact inhibition alone, i.e. he 
managed to evolve systems in which an inhibitory signal was passed from cell to cell. 

Fleischer developed a real-coded representation to be used with an evolutionary algorithm. 
The representation encoded parameters for a set of conditional differential equations that lay at 
the heart of the model. These equations controlled the activity of discrete cells (in particular, 
continuous processes such as growth and movement) and discrete events such as divide and die. 
The testbed incorporated important developmental concepts and phenomena such as cellular 
movement, differentiation, chemical diffusion, receptor-hgand binding and cell-signalling, sub
stances were also capable of reacting. 
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For an example of evolutionary 3D morphogenesis, see Chapter 16 by Eggenberger. Chapters 
18 to 21 provide other examples of neurogenesis. 

Other applications and models 

Computational development as a subject has matured steadily since Turing. Over the last 
decade, the resurgence of interest has fuelled much research centred on the study of computa
tional models of development and we do not have the room to review all the work in this area 
(especially since the other chapters of this book cover much of it). The applications of these 
models range from testing hypotheses and making new predictions in biology to the construc
tion of complex adaptive systems in computer science (specifically, artificial Hfe) and the 
sciences of complexity. A wide diversity of topics have been covered in such research. 
Examples include: 

• modelling the activity of single genes (Gibson and Mjolsness, 2001). 
• modelhng gene regulatory networks (Kauffman, 1993; Reil, 2000; Bongard, 2002a; 

Bentley, 2003a, b and Chapter 14 of this book). 
• models of neurogenesis for the construction of neural networks for robot controllers 

(see Chapters 12, 18, 19, 20, 21) (Boers and Kuiper, 1992; Fleischer and Barr, 1993; 
Dellaert and Beer, 1994; Gruau, 1994; Kodjabachian and Meyer, 1994, 1995; Jakobi, 
1995; Vaario et al, 1995; Rust et al., 1996; Astor and Adami, 1998; Cangelosi, 1999). 

• models of aspects of biological development, such as: 
o lateral inhibition mediated through the Notch-Delta pathway in Drosophila 

(Mjolsness et al., 1995; Gibson and Mjolsness, 2001) 
o slug morphogenesis (see Chapter 9 for a review of the underlying principles of this 

work) (Saville and Hogeweg, 1997) 
o metaboHsm and differentiation (Kitano, 1995) 
o plant development (Lindenmeyer, 1968 and Chapter 8 of this book) 
o visual models of morphogenesis (Prusinkiewicz et al, 1996). 

• the use of generative encodings for the construction of artificial organisms in simulated 
physical environments and real robots (Sims, 1999; Bongard and Paul, 2000; Hornby et 
aL, 2001). 

• the use of development for evolvable hardware and electronic circuit design (Koza et 
ai, 1999; Miller and Thomson, 2000; Canham and Tyrrell, 2002; Gordon and Bentley, 
2002 and Chapter 22). 

• the use of lateral inhibition for the placing of cellular phone masts (Tateson, 1998). 
• the connectionist approach to modelling, proposed by Eric Mjolsness (Mjolsness et ai, 

1995). 
• the large scale modelling of development for morphogenesis in evolutionary design 

(Fleischer and Barr, 1993; Eggenberger, 1997; Kumar and Bentley, 2002). 

1.3.6 Summary of computational development 

In the second major section of the chapter we have examined computational development. 
Researchers are investigating this area for two reasons: to improve our understanding of devel
opment in biology and to improve the capabihties of our technology by incorporating devel
opmental processes. We went on to define computational development, showing how it is 
necessary to use a developmental encoding for genotypes, which controls the behaviour and 
interaction of modules. The importance of environment was then stressed - development relies 
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on strong embodiment of its modules and a rich and complex environment. Issues of evolva-
bility were discussed, including the idea that massively gradual developmental systems may 
improve our abilities to create evolvable computational development. Finally, we gave an over
view of some of the hterature in this area. 

1.4 Case studies 

In the third and final major section of this chapter, we present two models to illustrate how 
developmental systems can be modelled by computer. 

1.4.1 Case study I: modelling complex chemistries 

It is often very difficult to model the exact behaviour of specific genes and proteins in biology -
the data are usually unavailable or the dynamics too complex. Luckily such accurate modeUing 
is often unnecessary, especially when the behaviour of interest is, for example, the abihty of 
evolution to create new gene regulatory networks or other higher level behaviours. 

In this first case study, we look at one approach to modelling the interaction of proteins and 
genes and of exploring issues of evolvability of such systems. The research described here 
focuses on methods to enrich the genetic space in which evolution searches. In this work, a 
biologically plausible model of gene regulatory networks is constructed through the use of genes 
that are expressed into fractal proteins - subsets of the Mandelbrot set that can interact and 
react according to their own fractal chemistry (Bentley, 2003a, b, c). 

The motivations behind this work are twofold. First, the aim was to create a highly complex 
chemistry (i.e. a rich environment) that would enable more possibilities for developmental 
processes. The second aim was to improve the evolvability of developmental processes by 
removing the 'discreteness' of traditional representations. Using ideas from evolutionary biol
ogy and neutral network theory, most evolutionary progress is made through countless small 
changes to the genotype, many of which make no change to the phenotype. Discrete binary 
representations often prevent such gradual change, so in this work all parameters are real-coded 
and can be modified by large or small amounts; the discrete on/off" switching boundaries are 
smoothed by a non-linear probabiHstic function or an amplification/reduction function. Both 
the structure of the fractal search space and the movement through the space using creep 
mutations appear to increase evolvability with great success (Bentley, 2003c). 

Before we look at how fractals can be used to represent proteins, let us review the 
Mandelbrot set. 

Mandelbrot set 

Given the equation x^+i = Xf^ + c where x̂  and c are imaginary numbers, Benoit Mandelbrot 
wanted to know which values of c would make the length of the imaginary number stored in Xt 
stop growing when the equation was applied for an infinite number of times. He discovered that 
if the length ever went above 2, then it was unbounded - it would grow forever but, for the right 
imaginary values of c, sometimes the result would simply oscillate between different lengths less 
than 2. 

Mandelbrot used his computer to apply the equation many times for different values of c. For 
each value of c, the computer would stop early if the length of the imaginary number in Xt was 2 or 
more. If the computer had not stopped early for that value of c, a black dot was drawn. The dot 
was placed at coordinate (m, n) using the numbers from the value of c: (m + ni) where m was varied 
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from —2.4 to 1.34 and n was varied from 1.4 to — 1.4, to fill the computer screen. The result was the 
infinite complexity of the 'squashed bug' shape we know so well today (Mandelbrot, 1982). 

Representation 
The key to this model is the idea of modelHng the complex shapes produced by protein folding 
in nature as fractal shapes. In this case study we will focus on the fractal proteins. Other work 
describes how gene regulatory networks can be evolved using these ideas (Bentley, 2003a, b, c). 

The representation comprises: 

• fractal proteins, defined as subsets of the Mandelbrot set 
• environment, which can contain one or more fractal proteins (expressed from the 

environment gene(s)), and one or more cells 
• cell, which contains a genome and cytoplasm and which has some behaviours 
• cytoplasm, which can contain one or more fractal proteins 
• genome, which comprises structural genes and regulatory genes. In this work, the 

structural genes are divided into different types: cell receptor genes, environment 
genes and behavioural genes 

• regulatory gene, comprising operator (or promoter) region and coding (or output) 
region 

• cell receptor gene, a structural gene with a coding region which acts like a mask, 
permitting variable portions of the environmental proteins to enter the corresponding 
cell cytoplasm 

• environment gene, a structural gene which determines which proteins (maternal factors) 
will be present in the environment of the cell(s) 

• behavioural gene, a structural gene comprising operator region and a cellular behaviour 
region. 

Defining a fractal protein 
In more detail, a fractal protein is a finite square subset of the Mandelbrot set, defined by three 
'codons' (x,j,z) that form the coding region of a gene in the genome of a cell. Each (x,y,z) triplet 
is expressed as a protein by calculating the square fractal subset with centre coordinates (x,j) 
and sides of length z (Figure 1.7). In this way, it is possible to achieve as much complexity (or 
more) compared to natural protein folding in nature. 

Figure 1.7 Example of a fractal protein defined by (x = 0.132541887, y = 0.698126164, z = 0.468306528). 
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In addition to shape, each fractal protein represents a certain concentration of protein (from 
0 meaning 'does not exist' to 200 meaning 'saturated'), determined by protein production and 
diffusion rates. 

Fractal chemistry 

Cell cytoplasms and the environment usually contain more than one fractal protein. In an 
attempt to harness the complexity available from these fractals, multiple proteins are merged. 
The result is a product of their own 'fractal chemistry' which naturally emerges through the 
fractal interactions. 

Fractal proteins are merged (for each point sampled) by iterating through the fractal equa
tion of all proteins in 'parallel', and stopping as soon as the length of any is unbounded (i.e. 
greater than 2). Intuitively, this results in black regions being treated as though they are trans
parent and paler regions 'winning' over darker regions (Figure 1.8). 

Figure 1.8 Two fractal proteins (left, middle) and the resulting merged fractal protein combination 
(right). 

Calculating concentration levels 

The total concentration of two or more merged fractal proteins is the mean of the different 
concentrations seen in their merged product. For example. Figure 1.8 shows the shape of two 
merged fractal proteins. Figure 1.9 illustrates the resultant areas of different concentration in the 
product. When being compared to the {xp, yp, zp) promoter region of a gene, the concentration 
seen on that promoter is described by all those regions that 'fall under' the promoter (Figure 
1.10). In other words, the merged product is masked by the promoter fractal and the total 
concentration on the promoter is the mean of the resulting concentrations (Figure 1.10). 

Updating protein concentration levels 

At every time step the new concentration of each protein is calculated. This is formed by 
summing two separate terms: the previous concentration level after diffusion (diffusedconc) 
and the new concentration output by a gene (geneoutputconc). These two terms model the 
reduction in concentration of proteins over time and the production of new proteins over 
time, respectively (Bentley, 2003b), where: 
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Figure 1.9 The different concentrations of the two fractal proteins and the concentration levels in their 
merged product. 

diffusedconc = prevconcentration — prevconcentration / P R O T E I N D E C + 0.2) 
(PROTEINDEC is a constant normally set to 5, 
the final addition of 0.2 ensures a minimum level of diffusion) 

and: 

geneoutputconc = totalconc x tanh( (totalconc ~ ct) / CWIDTH) / C INC 

where: totalconc is the mean concentration seen at the promoter, 
ct is the concentration threshold from the gene promoter 
CWIDTH is a constant (normally set to 30) 
CINC is a constant (normally set to 2). 

Figure 1. 10 The shape of the desired protein as defined by a promoter and the concentration levels seen 
on that promoter (total concentration is taken as mean). Note that although the second protein may 
decrease affinity (similarity) to the promoter, should the second protein have a higher concentration level 
to the first, it will boost overall concentration seen by the promoter, i.e. act Hke a catalyst to speed up (or 
slow down, if lower) the 'reaction'. 
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Genes 
All genes in the genome contain 7 real-coded values: 

xp yp zp Affinity threshold Concentration threshold X y z type 

where xp, yp, zp. Affinity threshold. Concentration threshold define the promoter (cis-region, 
operator or precondition) for the gene and x,y,z define the coding region of the gene. The 
type value defines which type of gene is being represented and can be one or all of the following: 
environment, receptor, behavioural or regulatory. This enables the type of genes to be set 
independently of their position in the genome, enabling variable-length genomes. It also enables 
genes to be multifunctional, i.e. a gene might be expressed both as an environmental protein 
(maternal factor) and a cell behaviour. 

When Affinity threshold is a positive value, one or more proteins must match the promoter 
shape defined by (xp,yp,zp) with a difference equal to or lower than Affinity threshold for the 
gene to be activated. When Affinity threshold is a negative value, one or more proteins must 
match the promoter shape defined by xp,yp,zp with a difference equal to or lower than \ Affinity 
threshold \ for the gene to be repressed (not activated). 

To calculate whether a gene should be activated, all fractal proteins in the cell cytoplasm are 
merged (including the masked environmental proteins, see later) and the combined fractal 
mixture is compared to the promoter region of the gene. 

The similarity between two fractal proteins (or a fractal protein and a merged fractal protein 
combination) is calculated by sampling a series of points in each and summing the difference 
between all the resulting values. (Black regions of fractals are ignored.) Given the similarity 
matching score between cell cytoplasm fractals and gene promoter, the activation probability of 
a gene is given by: 

activationproh = (1 + t'dnh({matchnum - Affinity threshold — Ct) / Cs)) / 2 

where: matchnum is the matching score. 
Affinity threshold is the matching threshold from the gene promoter 
Ct is a threshold constant (normally set to 50) 
Cs is a sharpness constant (normally set to 50). 

'Regulatory' gene. Should a regulatory gene be activated by other protein(s) in the cytoplasm 
(which have concentrations above 0) matching its promoter region, its corresponding coding 
region {x,y,z) is expressed (by calculating the subset of the Mandelbrot set) and new concentra
tion level calculated. To do this, the concentration of the resulting protein is modified by 
incrementing with geneoutputconc, the result of a function of the concentration threshold (Ct) 
and the mean total concentration seen at the gene promoter (totalconc), as given earlier. In this 
way, higher concentrations of protein on the promoter will cause an increased rate of output 
protein concentration growth, while lower concentrations (below the Ct threshold) will increase 
the diffusion rate of the output protein. The cell cytoplasm, which holds all current proteins, is 
updated at the end of the developmental cycle. 

'Cell receptor' gene. At present, the promoter region of the cell receptor gene is ignored and this 
gene is always activated. As usual, the corresponding coding region (x,y,z) is expressed by 
calculating the subset of the Mandelbrot set. However, the resultant fractal protein is treated 
as a mask for the environmental proteins, where all black regions of the mask are treated as 
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opaque and all other regions treated as transparent (for an example, see Figure 1.11). If there is 
more than one receptor gene, only the first in the genome is used. 

Figure 1. 11 Cell receptor protein (left), environment protein (middle), resulting masked protein to be 
combined with cytoplasm (right). 

'Environment' gene. Like the cell receptor gene, this gene is always activated. It produces envir
onmental factors for all cells: fractal proteins of concentration 200. If there is more than one 
environmental gene, the resulting environmental proteins are merged before being masked by 
the receptor protein. 

'Behavioural' gene. A behavioural gene is activated when other protein(s) in the cytoplasm match 
its promoter region and the overall concentration is above its Concentration threshold value. 
Instead of the coding region (x,j,z) being expressed as a protein, these three real values are 
decoded to specify a range of different cellular functions, depending on the application. If there 
are more behavioural genes than are required, only the first encountered in the genome are used. 

Fractal sampling 
Fractal proteins are normally stored in memory as lists of constructor (x,j,z) values rather than 
as bitmaps. All fractal calculations (masking, merging, comparisons) are performed at the same 
time, by sampling the fractals at a resolution of 15 x 15 points. Note that the comparison is 
normally performed between the single fractal defined by (xp,yp,zp) of a gene and the merged 
combination of all other proteins currently in the cytoplasm. The fractal being compared is 
treated a httle Hke the cell receptor mask - only those regions that are not black are actually 
compared with the contents of the cytoplasm. 

Development 
An individual begins life as a single cell in a given environment. To develop the individual from 
this zygote into the final phenotype, fractal proteins are iteratively calculated and matched 
against all genes of the genome. Should any genes be activated, the result of their activation 
(be it a new protein, receptor or cellular behaviour) is generated at the end of the current cycle. 
Development continues for d cycles, where d is dependent on the problem. Note that if one of 
the cellular behaviours includes the creation of new cells, then development will iterate through 
all genes of the genome in all cells. 
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Evolution 

The genetic algorithm used in this work has been used extensively elsewhere for other applica
tions (including GADES (Bentley, 1999)). A dual population structure is employed, where child 
solutions are maintained and evaluated and then inserted into a larger adult population, 
replacing the least fit. The fittest n are randomly picked as parents from the adult population. 
The degree of negative selection pressure can be controlled by modifying the relative sizes of the 
two populations. Likewise the degree of positive selection pressure is set by varying n. When 
child and adult population sizes are equal, the algorithm resembles a canonical or generational 
GA. When the child population size is reduced, the algorithm resembles a steady-state GA. 
Typically the child population size is set to 80% of the adult size and n = 40%. (For further 
details of this GA, refer to Bentley (1999).) 

Unless specified, alleles are initiahzed randomly, with (xp,yp,zp) and (x,y,z) values between 
— 1.0 and 1.0 and thresh between —10 000 and 10000. The ranges and precision of the alleles are 
limited only by the storage capacity of double and long ' C data types - no range constraints 
were set in the code. 

Genetic operators. Genes are real-coded, but genomes may comprise variable numbers of genes. 
Given two parent genomes, the crossover operator examines each gene of parent 1 in turn, 
finding the most similar gene of the same type in parent 2. Similarity is measured by calculating 
the differences between values of operator and coding regions of genes. One of the two genes is 
then randomly allocated to the child. If the genome of parent 2 is shorter, the child inherits the 
remaining genes from parent 1. If the genomes are the same length, this crossover acts as 
uniform crossover. 

Mutation is also interesting, particularly since these genes actually code for proteins in this 
system. There are four main types of mutation used here: 

1. Creep mutation, where (xp,yp,zp) and (x,y,z) values are incremented or decremented by a 
random number between 0 and 0.5, Affinity threshold is incremented or decremented by 
a random number between 0 and 16 384 and Concentration threshold is incremented or 
decremented by a random number between 0 and 200. 

2. Duplication mutation, where a (xp,yp,zp) or (x,y,z) region of one gene randomly replaces a 
(xp,yp,zp) or (x,y,z) of another gene. (This permits evolution to create matching promoter 
regions and coding regions quickly.) 

3. Gene mutation, where a random gene in the genome is either removed or a dupHcate added. 
4. Sign flip mutation, where the sign of Affinity threshold is reversed. 

Crossover is always apphed; all mutations occur with probabihty 0.01 per gene. 

Examples of results 

Extensive experiments have shown that fractal proteins enable evolution to create specific, 
desirable gene regulatory networks (Bentley, 2003a, b) and, if permitted to evolve further, 
win even improve these solutions, making them efficient and robust against damage (Bentley, 
2003c). Evolution achieves this by designing specific genes that code for proteins that interact 
(according to their fractal chemistries) in useful and coherent ways. Figure 1.12 shows some of 
the shapes of the evolved proteins. Figure 1.13 shows an example of a perfect GRN pattern for a 
specific evaluation function. Figures 1.14 and 1.15 (see page 30) illustrate how the shapes of the 
proteins also enable complex changes in protein concentrations over time as they react with each 
other. 
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Figure 1.12 Examples of fractal protein shapes evolved by computer, designed to interact with each other 
in a GRN (Bentley, 2003b). 

1.4.2 Case study 2: an evolutionary developmental model 

In the second case study we illustrate a developmental testbed, known as an evolutionary devel
opmental system (EDS), designed by Kumar and Bentley for the investigation of multicellular 
developmental processes and mechanisms for evolutionary design. The system uses analogues of 
proteins, genes, receptors and cells coupled to a genetic algorithm to evolve robust adaptive 
developmental programmes that specify the construction of varying three-dimensional 
morphologies, such as spheres, cubes, rectangles. The purpose of the work is to study the 
processes, mechanisms and pathways evolved to generate such forms. 

This system is intended to model biological development very closely in order to discover the 
key components of development and their potential for computer science. This section is divided 
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Figure 1.13 GRN pattern of a perfect solution. A high '—' indicates a gene active because it has not been 
repressed. A high '+' indicates a gene activated by a match to its promoter. A low indicates the gene is 
inactive (Bentley, 2003b). 
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Figure 1.14 The concentrations (y-axis) of each protein in the cytoplasm every time step (x-axis) for the 
GRN in Figure 1.13. Note how proteins 1 and 3 begin at almost identical concentration levels, but the 
concentration of protein 3 decreases to zero in exactly 4 time steps. This is achieved by the action of gene 3 
which suppresses concentration levels (i.e. speeds up diffusion) of protein 3, compared to the normal 
diffusion rate shown by protein 1 (Bentley, 2003b). 

Figure 1.15 Protein concentration levels (y-axis) during development of a different evolved solution each 
time step (x-axis). In this solution, proteins interact and behave as catalysts to ensure that specific genes are 
active or inactive at specific times (Bentley, 2003b). 
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into subsections covering different aspects of the evolutionary developmental system (EDS). It 
begins with an overview of the entire system, followed by sections detaihng individual compo
nents in isolation. These individual components are then drawn together and how they work as 
part of the overall developmental system is detailed as well as the role of evolution and how the 
genetic algorithm is wrapped around the developmental core. Finally, we present some examples 
of results generated during on-going experiments. 

The evolutionary developmental system (EDS) 
The evolutionary developmental system is a software testbed designed to encapsulate key devel
opmental processes within a computer model. At the heart of the EDS lies the developmental 
core. This implements concepts such as embryos, cells, cell cytoplasm, cell wall, proteins, recep
tors, transcription factors (TFs), genes and cis-regulatory regions. Genes and proteins form the 
atomic elements of the system. A cell stores proteins within its cytoplasm and its genome 
(comprising rules that collectively define the developmental programme) in the nucleus. The 
overall embryo is the entire collection of cells (and proteins emitted by them) in some final 
conformation attained after a period of development. Finally, a genetic algorithm is wrapped 
around the developmental core. This provides the system with the ability to evolve genomes for 
the developmental machinery to execute. 

Components of the EDS 
The following sections describe the main components of the developmental model: proteins, 
genes and cells. 

Proteins 
The EDS captures the concept of a protein as an object. Each protein has an ID tag, which is 
simply an integer number. The EDS uses eight proteins (although number of proteins used is a 
user-defined variable in the system). Protein objects contain both a current and a new state 
object (at the end of each developmental cycle all protein new states are swapped with current 
states to provide 'parallel' protein behaviour). These protein state objects house important 
protein-specific information, for example, the protein diffusion coefficient. 

Protein creation, initialization and destruction In the EDS, proteins do not exist in isolation; they 
are created and owned by cells. Thus, during protein construction each protein is allocated 
spatial coordinates inherited from the cell creating the protein. Handling protein coordinate 
initiahzation using this method overcomes the problem of knowing which cell created which 
proteins. 

A protein lookup table (extracted from the genome, see next section) holds details about all 
proteins and is used to initialize each protein upon creation. It has the following details for each 
protein: 

Rate of synthesis 

Rate of decay 

Diffusion coefficient 

Interaction strength 

Protein type 

amount by which the protein is synthesized 

amount by which the protein decays 

amount by which the protein diffuses 

strength of protein interaction, i.e. activation or inhibition 

ID tag, e.g. long-range hormone, or short-range receptors 
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Additionally, each protein keeps the following variables: 

Bound? 

Protein source concentration 

Spatial coordinates 

whether or not a receptor protein is currently bound (only 
operational in receptor proteins) 

the current concentration of the protein 

the position of the source of the protein 

Protein destruction in the EDS is implemented by simply setting the protein's source 
concentration to zero: if the concentration is zero there can be no diffusion, unless more of 
the protein is synthesized. 

Protein diffusion Diffusion is the process by which molecules spread or wander due to thermal 
motions (Alberts et al., 1994). When molecules in hquids colhde, the result is random move
ment. Protein molecules are no different: they diffuse. 

The average distance that a molecule travels from its starting point is proportional to the 
square root of the time taken to do so. For example, if a molecule takes on average 1 second to 
move 1 /xm, it will take 4 seconds to move 2 /xm, 9 seconds to move 3 /xm, and 100 seconds to 
move 10 /xm. Diffusion represents an efficient method for molecules to move short distances, but 
an inefficient method to move over large distances. Generally, small molecules move faster than 
large molecules (Alberts et al., 1994). 

Protein diffusion in the EDS models this behaviour. Diffusion is implemented by using a 
Gaussian function centred on the protein source. The use of the Gaussian assumes proteins 
diffuse equally in all directions from the cell. 

In more detail: the source concentration records the amount of the current protein. Every 
iteration, its value is decremented by the corresponding 'rate of decay' parameter. If expressed 
by a gene, its value is also incremented by the corresponding 'rate of synthesis' parameter. To 
calculate the concentration of a protein at a distance x from the protein source: 

concentration = s x e^^ 

where: d is the diffusion coefficient of the current protein 
X is the distance from protein source to current point 
s is the current protein source concentration. 

Figure 1.16 illustrates the way protein concentration changes according to the three variables: 
distance, diffusion coefficient and source concentration. 

Genes 
The EDS employs two genomes. The first contains protein specific values (e.g. synthesis, decay, 
diffusion rates, see above). These are encoded as real floating-point numbers. The second 
describes the architecture of the genome to be used for development; it describes which proteins 
are to play a part in the regulation of different genes. It is this second genome that is copied into 
every cell during development; the information evolved on the first genome is only needed to 
initialize proteins with their respective properties. 

In nature, genes can be viewed as comprising two main regions: the cis-regulatory (Davidson, 
2001) region and the coding region. Cis-regulatory regions are located just before (upstream of) 
their associated coding regions and effectively serve as switches that integrate signals received (in 
the form of proteins) from both the extracellular environment and the cytoplasm. Coding 
regions specify a protein to be transcribed upon successful occupation of the cis-regulatory 
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Figure 1.16 (top) Examples of proteins with their associated cell (at centre). Left: single cell emitting a 
long-range hormone-type protein. Middle: single cell emitting a short range (local) protein. Right: single 
cell emitting four proteins of various spread, reflected by the radius of each protein sphere, 
(bottom) Plot of protein concentration against distance from source, where: d = 0.5 and ^ = 1.0 (top), 
d = 0.5 and s ^ 2.0 (middle), and d = 1.5 and s = 1.0 (bottom). 
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region by assembling transcription machinery. Currently, the EDS's underlying genetics model 
assumes a 'one gene, one protein' (Lewin, 1999) simplification rule (despite biology's abihty to 
construct multiple proteins); this aids in the analysis of resulting genetic regulatory networks. To 
this end, the activation of a single gene, in the EDS, results in the transcription of a single 
protein. This is, currently, ensured by imposing the following structure over genes: each gene 
comprises both a cis-regulatory region and a consequent protein-coding region. 

A novel genome representation (based on eukaryotic genetics) was devised as part of ongoing 
research into the use of development for evolutionary design using the EDS testbed (Kumar and 
Bentley, 2003). The genome is represented as an array of gene objects (Figure 1.17). Genes are 
objects containing two members: a regulatory region and a protein-coding region. The cis-
regulatory region contains an array of TF target sites; these sites bind TFs in order to regulate 
the activity of the gene. 

Gene 1 Gene 2 Gene 3 Gene 4 

1 4 7 
1 Cis-sites 

4 2 6 1 
1 Cis-sites 

7 1 4 4 
1 Cis-sites 

1 3 7 2 
1 Cis-sites 

1 

V 
cis-reg region 

— y 
cis-reg region 

Y 
cis-reg region 

Y 
cis-reg region 

Transcription direction-

Figure 1.17 An arbitrary genome created by hand. Genes consist of two objects: a cis-regulatory region 
and a coding region. Cis-regulatory regions consist of transcription factor target sites that bind TFs, 
triggering transcription of the adjacent coding region. Each number denotes a protein. 

The gene then integrates these TFs and either switches the gene 'on' or 'off. Integration is 
performed by summing the products of the concentration and interaction strength (weight) of 
each TF, to find the total input of all TFs occupying a single gene's cis-regulatory region: 

inputj = 22 conci * weightjj 

where: input j represents the total input, jth gene, /, is the current TF, 
d is the total number of TF proteins visible to the current gene, 
conci is the concentration of ith TF at the centre of the current cell, 
weightij is the interaction strength between TF / and geney. 

This sum provides the input to an equation containing a sigmoid threshold function (a 
hyperboHc tangent function), which provides a probabihty (between 0 and 1) of gene activation. 

activityj = 
inputj - THRESHOLD_CONSTANT 

SHARPNESS.CONSTANT 

where: activityj represents the total activity of the jth gene, 
inputj is the total input to the jth gene, 
THRESHOLD_CONSTANT is a constant normally set to 0.1, 
SHARPNESS_CONSTANT is a constant normally set to 0.1. 
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The activation probability is the probabihty of the jth gene activating given by: 

1 + idiwhi activity j) 
activation.prob abilityj — ^ — 

w^here: activation_probabilityj is the probabihty of activation for the jth gene, activityj represents 
the total activity of the jth gene. 

Figure 1.18 illustrates this sigmoid-based calculation used to determine whether a gene is 
activated and produces its corresponding transcription factor or not. 
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Figure 1.18 A gene showing the various positive and negative inputs received in the form of transcription 
factors, with their respective interaction strengths (weights) and concentrations of 0.24, 0.87 and 0.11 
respectively. Internally, the gene integrates these TFs and produces a gene activation probability (in this 
case 0, and the gene is not transcribed). TFi and TF3 are both activators, whereas TF2 is a repressor, 
denoted by a '—' symbol. 

Ce/b 
Cells can be viewed as autonomous agents. These agents have sensors in the form of surface 
receptors able to detect the presence of certain molecules within the environment. Additionally, 
the cell has effectors in the form of hundreds and thousands of protein molecules transcribed 
from a single chromosome able to affect other genes in other cells. Cells resemble multitasking 
agents, able to carry out a range of behaviours. For example, cells are able to multiply, differ
entiate and die. 

Like protein objects, cell objects in the EDS have two states: current and new. During 
development, the system examines the current state of each cell, depositing the results of the 
protein interactions on the cell's genome in that time step into the new state of the cell. After 
each developmental cycle, the current and new state of each cell is swapped ready for the next 
cycle. 

The EDS supports a range of different cell behaviours, triggered by the expression of certain 
genes. These are currently: division (when an existing ceU 'divides', a new cell object is created 
and placed in a neighbouring position), differentiation (where the function of a cell is fixed, e.g. 
colour = 'red' or colour = 'blue') and apoptosis (programmed cell death). 

The EDS uses an n-ary tree data structure to store the cells of the embryo, the root of 
which is the zygote. As development proceeds cell multiphcation occurs. The resulting cells are 
stored as child nodes of the root in the tree. Proteins are stored within each cell. When a cell 
needs to examine its local environment to determine which signals it is receiving, it traverses 
the tree, checks the state of the proteins in each cell against its own and integrates the 
information. 
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Evolution 

A genetic algorithm (GA) is 'wrapped around' the developmental model. The GA represents the 
driving force of the system. Its main roles are to: 

1. provide genotypes for development 
2. provide a task or function and hence a measure of success and failure 
3. search the space of genotypes that give rise to developmental programmes capable of 

specifying embryos, correctly and accurately according to the task or function. 

Individuals within the population of the genetic algorithm comprise a genotype, a phenotype (in 
the form of an embryo object) and a fitness score. After the population is created, each indi
vidual has its fitness assessed through the process of development. Each individual is permitted 
to execute its developmental programme according to the instructions in the genome. After 
development has ended a fitness score is assigned to the individual based upon the desired 
objective function. 

The EDS uses a generational GA with tournament selection (typically using | of population 
size) and real coding. Crossover is applied with 100% probability. Creep mutation is applied 
with a Gaussian distribution (small changes more likely than large changes), with probability 
between 0.01 and 0.001 per gene. 

Coordinates and visualization The underlying coordinate system used by the EDS is isospatial. 
All coordinate systems have inherent biases towards different morphologies; the isospatial 
system is no different. However, the isospatial system bias results in what can only be described 
as more natural (biologic) morphologies than its Cartesian counterpart (Frazer, 1995). Iso
spatial coordinates permit a single cell to have up to twelve equidistant neighbours defined 
by 6 axes (Figure 1.19), Cartesian coordinates only permit 6 neighbours. 

Figure 1.19 Isospatial coordinates permit twelve equidistant neighbours for each cell (left) and are 
plotted using six axes (right). 

The EDS automatically writes VRML files of developed embryos, enabhng three-dimen
sional rendered cells and proteins to be visualized. Cells are represented by spheres of fixed 
radius; proteins are shown as translucent spheres of radius equal to the extent of their diffusion 
from their source cells. In order to place a cell in VRML its Cartesian coordinates need to be 
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defined: to this end, isospatial coordinates are converted to Cartesian. Figure 1.16 (top) (see 
page 33) illustrates how cells and proteins appear when rendered. 

Experiments 
Because of the complexity of the system, numerous experiments can be performed to assess 
behaviour and capabihties. Here we briefly outline two: 

1. The ability of genes and proteins to interact and form genomic regulatory networks within 
a single cell. 

2. The evolution of a 3D multicellular embryo with form as close to a prespecified shape as 
possible. 

Genetic regulatory networks In order to assess the natural capability of the EDS to form GRNs 
independently of evolution, genomes of five random genes were created and allowed to develop 
in the system for ten developmental steps. The cell was seeded with a random set of eight 
proteins (maternal factors). 

Figure 1.20 (top) shows an example of the results of this experiment. The pattern shows gene 
four exhibiting autocatalytic behaviour having initially bound to protein zero. (Gene four is 
activated when in the presence of protein zero and produces protein zero when activated.) 

Figure 1.20 (bottom) shows an example of the pattern that results when the initial random 
proteins (initial conditions) are varied very sHghtly, but the genome is kept constant. Again, 
gene four shows the same autocatalytic behaviour, but now the GRN has found an alternative 
pattern of activation. These two runs illustrate the difference the initial proteins can make on the 
resulting GRN. 

Morphogenesis: evolving a spherical embryo In addition to GRNs, the other important capability 
of the EDS is cellular behaviour. The second experiment focuses on morphogenesis, i.e. the 
generation of an embryo with specific form, constructed through appropriate cellular division 
and placement, from an initial single zygote. For this experiment, the genetic algorithm was 
set up as described previously, with the fitness function providing selection pressure towards 
spherical embryos of radius 2 (cells have a radius of 0.5). 

Figure 1.21 shows examples of the initially random embryos with their corresponding pro
teins produced by the GRNs. Figure 1.22 shows two examples of final 'spherical' embryos. As 
well as having appropriate forms, it is clear that the use of proteins has been reduced by 
evolution. Interestingly, analysis indicates that evolution did not require complex GRNs to 
produce such shapes. It seems Hkely that it is the natural tendency of the EDS to produce 
near-spherical balls of cells, hence evolution simply did not need to evolve intricate GRNs 
for this task. Colour plate 1.1 shows four embryos with differentiated cells. 

1.4.3 Summary of case studies 

The third and final major section of this chapter has provided two detailed case studies of 
computational development. The first focused on modefling complex chemistries by the use 
of fractal proteins, designed to be evolvable through the high exploitabihty of their infinitely 
variable shapes and through their combination into fractal 'compounds'. The second described 
an evolutionary developmental system, based on an object-oriented model of proteins, genes 
and cells, capable of intricate genomic regulatory networks and spherical embryos constructed 
from balls of cells. 
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Genome: { ( 2 I 1 ), ( 6 I 2 ), ( 5 I 7 ), ( 0 I 0 ), ( 1 I 7 ) } 
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Figure 1.20 Gene expression patterns for a run of a randomly created genome seeded with a random 
subset of proteins. The left side shows the raw output from the system where an 'x' means the gene in that 
column is 'on' and '.' means the gene is 'off. The right side depicts this text pattern as a graphical output 
viewed as a ID CA iterated over ten time-steps. Note, gene 4, i.e. ( 0 | 0 ) is autocatalytic. 

Figure 1.21 Six random initial embryos. 
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Figure 1.22 Two 'spherical' embryos. Using the equation of a sphere as a fitness function with sphere of 
radius 2.0. 

These are just two ways in which development can be modelled by computer. There are many 
other ideas and approaches, as you will discover in the other chapters of this book. 

1.5 Chapter summary 

Development is one of the miracles of nature - it is extremely impressive and we do not really 
understand it. Computational development provides us with a new way of investigating devel
opmental processes, through computer modelling. It also provides the technologists new and 
exciting methods for using computers to solve our problems. 

This chapter has provided an introduction to computational development, but in a sense, the 
whole of this book is designed as an introduction to this exciting new field. F rom detailed 
explorations of the biology, mathematical formalizations of gene-gene or cell-cell interactions 
and the role of physics in development, to detailed computer models of development and 
appHcations of developmental algorithms to specific problems, this book attempts to give 
you, our reader, the best introduction possible. We hope you enjoy it! 
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