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Abstract. Farmed fish is the third biggest export in Norway (around
NOK 30 billion/e3.82 billion/US$ 5.44 billion in 2010), and large fish
farms have biomass worth around NOK 150 million/e19.38 million/US$
26.72 million. Several processes are automated (e.g. the feeding system),
and sensory logging systems are becoming ubiquitous. Still, the key to
successful management of a site is the operational knowledge possessed
by the fish farmers. In most cases, this information is not stored formally.
To capture, store and reuse this knowledge in a more systematic way
is called for. We present a system that employs case-based reasoning
(CBR) for such knowledge management, combined with sensor data and
numerical models. The CBR system will ultimately be the core part of a
decision support for regional managers surveying fish farming sites. Data
is acquired from multiple fish farms, spanning several years. We present
recent results in testing how well the CBR system finds similar cases. An
important part of this test is the evaluation of three different methods
for case retrieval (kNN, linear programming for setting feature weights,
Echo State Network).
Keywords: Case-based Reasoning, Decision Support System, Intelligent
Fish Farming

1 Introduction

An average fish farm in Norway contains values of around NOK 50 million/e6.37
million/US$ 8.52 million [8]. Experiences and know-how is an important part of
successful management of a site. We present an approach to re-using operational
knowledge through case-based reasoning (CBR) [1]. The application of the CBR
system described in this paper is fish farm management at a regional level. A
regional manager typically surveys 10-20 sites. In addition to getting feedback on
the current state of each site, operations that require planning must be scheduled.
Such operations include grading (a process where fish are sorted based on size
and put in different cages), delousing, deployment, and delivery to processing
plants.

The paper is organized as follows: the background section cites relevant work,
then details about the CBR system are presented. Results are demonstrated,
before the paper closes with a discussion and pointers to future work.



2 Background

Case-Based Reasoning (CBR) is a reasoning method that solves a new problem
by getting a reminding to a similar problem solved before, with a range of more
specific methods for accomplishing that task [3]. CBR has a vocabulary to de-
scribe a case as consisting of a problem statement, a solution, and an outcome.
CBR has a case base of previously solved cases, and the reasoning process can
be described by the following four steps [1]:

First, in the RETRIEVE step, a new problem is described as a query case.
The most similar case is found by using the system’s similarity assessment
method. The best case is selected and the REUSE step takes this case and
either reuses it directly or adapts it to a solution that fits the query case. The
REVISE step takes the solution and evaluates it, for example by applying it to
the problem or having it assessed by a domain expert. The final step is RETAIN,
which learns from the problem solving experience by updating the case base. The
latter is the learning step, in which a new case may be added to the case base
or other changes may be made.

CBR systems are called “lazy learners” which means that they delay the in-
ductive step until a new problem instance arrives. Similarity assessment is a core
problem in all CBR systems, and the methods range from simple, global similar-
ity metrics, to complex algorithms for local similarity that also take situational
context into account. An example of a simple global similarity function is shown
in Equation (1).

CaseSim(C,Q) =
n∑

i=1

s(ci, qi)wi (1)

s is the similarity function for comparing individual features, and wi is the
relative weight for feature i. C is a retrieved case, Q is the query case, each
represented as a set of features. ci is feature i from the retrieved case, qi feature
i from the query case, and n is the total number of features in a case.

Metaxiotis et al. [14] surveyed expert systems and their role in production
planning and scheduling. They conclude that expert systems are generally per-
ceived to be very useful in production planning and scheduling. The benefits
reported from the use of expert systems include more accurate decisions, time
gains, improved quality and more efficient use of resources. They also believe
that the usefulness of expert systems can be improved if they are integrated
with operations research techniques like simulation. Liao [12] reviewed expert
systems and their applications from 1995-2004. He concludes that expert sys-
tems methodologies are tending to develop towards expertise orientation and
that expert system application development is a problem-oriented domain. He
further suggests that different social science areas, such as psychology, cognitive
science, and human behaviour could implement expert systems as another kind
of methodology.

There are several practical applications of decision support systems (DSS)
that make use of CBR in the literature. Liu et al. [13] describe a system for



knowledge support of problem solving in a production process, based on knowl-
edge discovery and case-based reasoning. Raphael et al. [15] describe a system
for computing the cost of construction projects, using a case-based reasoning
strategy. Shimin et al. [17] seek to combine case-based reasoning and rule-based
reasoning for a system for emergency decision making. Arshadi et al. [5] use data
mining for case-based reasoning in a biological domain. They conclude that CBR
systems perform remarkably well on complex and poorly formalized domains.

There are a few examples of DSS used in an aquaculture setting in the lit-
erature. Schulstad [16] describe work done on a DSS for hatchery production
management for Atlantic salmon in Norway. Bolte et al. [10] developed decision
support tools for aquaculture to assess economic and ecologic impacts of alter-
native decisions on aquaculture production. Their main approach was a system
based on simulation models and enterprise budgeting. Li et al. [11] describes a
web-based expert system for diagnosing fish disease in aquaculture facilities in
China. One of their main experiences is that a good expert system requires tight
cooperation and collaboration among users, human experts, knowledge engineers
and system developers.

Combining CBR with low-level sensor data has also been used in the offshore
oil industry. Oil well drilling is a complex and costly process, and unplanned
downtime is to be avoided. By combining sensor data with historical cases, the
drilling process can be monitored to avoid problems in the future, i.e. the system
predicts possible states that can occur [2, 18].

3 CBR for Decision Support in Fish Farming

The work described here is part of an ongoing research project called SimFrame
(more details in section 6). Part of the SimFrame project is to build a database
that contains sensor data from fish farms, collecting data of various aspects
of the daily operation (e.g. sea temperature, feeding, mortality, to name a few
variables). Currently, the database contains operational data from 7 different fish
farms, spanning several years (the oldest from 2003), and multiple production
cycles (a production cycle from deployment to slaughter lasts about 18 months).
The data is imported from the commercial system AquaFarmer. The database
forms the basis for the CBR system; the case base is derived from the SimFrame
database.

3.1 Case Domain: Grading Operations

The current focus for the CBR system is grading operations. In a cage with
varied fish size, the big fish tend to grow proportionally more than the small
fish, hampering growth for the small fish. Sorting the fish into different cages
based on weight leads to more optimal growth.

There is another reason to focus on grading operations as the case domain.
In addition to facilitate growth, grading operations induce fish mortality. The
grading operation involves multiple stages, several of which can be harmful for



Fig. 1. Relative mortality (percent) pre- and post grading, average for all grading
operations stored in the SimFrame database (74 grading operations).

the fish. The fish need to be moved from the cages using well boats. The fish
are pumped into well boats and sorted before being deployed in different cages.
Calculating the relative mortality for all the grading operations present in the
SimFrame database reveals an increase in fish mortality within the first weeks
after a grading operation (Figure 1). The goal of the CBR system is to contribute
to reduced mortality during these operations. The idea is that features of a
grading operation can affect fish mortality in a way that is difficult to predict
using mathematical models, but can be found by using an experience based
artificial intelligence. The CBR system is a continuation of a pilot project [19].

3.2 The Case Base

The current case base is generated from the SimFrame database. The cases focus
mainly on environmental measurements and fish statistics, Table 1 lists all the
features in a case. Operational data are limited to the date of the operation and
the number of cages the fish were sorted to. To limit the number of features we
have compressed data series such as temperature and mortality into aggregated
measurement variables. These variables are averaged over 30 days before and
after the grading operation. The trend is also calculated by linear regression.
The continuous variables are scaled to the range [0− 1] to facilitate the retrieval
mechanism. When comparing similarities, the distance δ between cases C and
Q in feature i is calculated the following way:

δ(ci, qi) =

 |ci − qi| when continuous
0 when discrete and ci = qi

1 when discrete and ci 6= qi

The similarity is calculated based on the distance. Since the distance is in
the range [0− 1], the similarity between two cases in a given feature is:



Discrete features Continuous features
Site ID Sorting date (day of year)
Cage ID Number of units sorted to
Hatchery company ID Starvation days
Species origin ID Fish in sea date (day of year)

Days in sea
Number of fish
Average fish weight
Temperature, trend
Temperature, average
Pre-sorting mortality, trend
Pre-sorting mortality, average
Site capacity

Table 1. The 16 case features.

s(ci, qi) = 1− δ(ci, qi)

The main focus for the CBR application is to lower fish mortality during
grading operations. Therefore, the solution for each case is the difference in
mortality before and after a grading operation. Before a grading operation is
performed, the fish is starved. After starvation the fish need less oxygen, and
empty bowels lead to less soiling of the well boat during the grading operation.
The length of the starvation period depends on degree days: the starving period
is calculated as the product of sea temperature (degrees Celsius) and time (days)
and should be minimum 50 degree days. The starvation period therefore differs
between grading operations. More precisely, the difference in mortality is defined
as follows: let mpre be the mortality prior to the starvation period (30 days in
the case base), mstarv the mortality during the starvation period, mpost the
mortality after the sorting operation (30 days in the case base), then θm is the
following:

θm = mpost − (mpre + mstarv)

θm forms the basis for dividing the cases into different classes, for verifying
target classification rate when testing the system. θm also makes it possible to
calculate a true similarity R between cases C and Q:

R(C,Q) = 1− |θm(C)− θm(Q)| (2)

R can be used to calculate the predicted similarity error between the re-
trieved case, and the case that was most similar based on θm. The predicted
similarity error will then show how close the predicted matching case was to
the actual best matching case. This reveals additional information about the re-
trieval mechanism: a low similarity prediction error will signify that the retrieval
mechanism found a close match.



3.3 Case Retrieval

A crucial part of a CBR system is the ability to retrieve similar cases. The re-
trieval mechanism relies on feature weights and similarity metrics to achieve this
goal. In this paper, three different ways of implementing the retrieval mecha-
nism are examined. As mentioned in the previous section, the solution variable
θm makes it possible to divide the cases into classes. Applying k-means clustering
(k = 3) yields a class division shown in Figure 2.

Fig. 2. k-means clustering (k = 3) on the scaled outcome variable θm. The cross, circle
and plus points indicate separate cases.

k-Nearest Neighbour The baseline index retrieval method is k-Nearest Neigh-
bour (kNN). As mentioned in the previous section, a case is described by several
features, both discrete and continuous. The distances from the query case Q to
the cases in the case base are calculated, and the most similar cases (i.e. with
the smallest distance) are selected. In the baseline method the weights wi are
equal in Equation (1).

Neural Networks Another approach is to use neural networks to retrieve sim-
ilar cases, by employing Echo State Networks (ESNs). ESNs are characterized
by a fast training algorithm and large memory capacity [9]. ESNs are originally
developed for time series prediction, by harnessing a large hidden layer to learn
dynamics over time. By letting the hidden layer stabilize before collecting the
hidden states, the ESN can be used as classifiers as well [4]. This recent devel-
opment within neural network research allows applications that require static
classifiers take advantage of the fast training algorithm inherent in the ESN ar-
chitecture, avoiding the computationally expensive backpropagation algorithm
that is common for classic neural network approaches.

In order to format the input signals to the neural network, discrete values
are enumerated and divided into corresponding input signals. The target vector
for the ESN are neurons that code for each case; if there are N cases in the case
base, there will be N output neurons.

The rationale behind using neural networks for the retrieval mechanism is
to exploit the idea that similar cases have similarly valued features. Instead of
having to define the similarity function, the neural network can find the closest
match in the feature vector space.



Linear Programming for Optimal Feature Weight Setting In the baseline
method described above, all case weights are equal. An obvious improvement
is to employ feature weights. Finding the optimal feature weights can be done
using linear programming (LP) [20]. Briefly explained, an LP problem consists of
minimizing an objective function cx subject to the constraints Ax = b. Finding
the optimal weights can then be formulated as an LP problem by introducing
margin variables Lcq and Gcq, making it possible to formulate the following
constraint:

n∑
i=1

s(ci, qi)wi + Lcq −Gcq = R(C,Q) (3)

Lcq represents the part when the predicted similarity is less than the real
similarity, and Gcq represents the part where the predicted similarity is greater
than the real similarity. The objective function will then be:

minimize
n∑

q=1

n∑
c=q+1

(Lcq + Gcq) (4)

The LP problem can now be solved using the simplex algorithm [7], which
runs in polynomial time in practice (although exponential time in worst case
scenarios) [6]. The optimal solution to the problem finds the feature weights.
For more details of this approach, see [20].

4 Results

In order to evaluate the different retrieval mechanisms, leave one out cross val-
idation (LOOCV) is employed. The LOOCV approach is as follows: one case
from the case base is extracted, and then queried on the remaining case base.
The most similar case is verified to see if the retrieved case is the same class
as defined by k-means clustering. This process is repeated for each case in the
database; after this process the system’s classification ability is calculated. The
case base is relatively small, only 74 cases. This small number favors LOOCV a
train/test partitioning approach of the dataset. However, the case base is con-
tinually growing, so in the future the system will employ train/test evaluations
as well.

For the ESN method, LOOCV requires the retraining of the network for each
query. When querying the case base, the query case must be extracted from the
case base, and the ESN trained on the remaining cases. This is due to the nature
of the ESN approach: the output layer of the network is trained to predict the
case index in the case base, and suppress all other outputs. If the query case is
part of the trained dataset, it is trained to output a 0 in all other case indices.
In order for the ESN approach to find the closest match in the input feature
space, the query case cannot be part of the training data. However, this is not a
problem due to the exceptionally fast training algorithm of the ESN architecture:
the output layer is trained by simply finding the pseudoinverse matrix, with the



additional cost of stabilizing the hidden layer (which in practice amounts to 10-
15 steps for each input vector for the current experiment). Another advantage of
using this approach is the simplicity, which comes at the cost of spending some
computational time (i.e. retraining the ESN, which still is a lot more efficient
than traditional backpropagation networks). The ESN has 50 nodes in the hidden
layer, and a spectral radius α = 0.55.

In addition to finding the classification rate of the CBR system, the similarity
prediction error is calculated. This yields the error (in percent) between the
similarity of the case that is predicted to be most similar, and the case that is
the most similar (as defined by equation (2)). The results of running the three
different retrieval mechanisms can be seen in Table 2.

Target classification Similarity prediction error
kNN 75.6% 10.5%
ESN 75.1% 8.9%
LP 82.4% 1.7%

Table 2. Results from evaluating the case base using LOOCV.

5 Discussion and Future Work

The classification rates using LOOCV of the CBR retrieval mechanisms (see
Table 2) reveal that the LP approach is the best (82.4%), with the kNN and ESN
doing slightly worse (both∼75%). The similarity prediction error is a supplement
to the classification rate of the retrieval mechanisms. The similarity prediction
error is very low for the LP method, only 1.7%. This signifies that there is a very
small difference between the actual most similar case, and the retrieved case (as
defined by equation (2)). However, the discrepancy between very low similarity
prediction error and less than perfect target classification also indicates that
there are a lot of similar cases. This indication is supported by closer examining
the right-hand side constraints in the formulation of the LP method. Recall that
the LP approach consist of solving Ax = b, where the b vector represents the
real similarity between cases Q and C. The average value of b was found to
be 0.896 (scale [0 − 1], 1 is most similar), i.e. on average most cases were very
similar to each other. Further examining the feature weights reveals that 7 out
of 16 were set to 0. These were Site ID, Cage ID, Hatchery company ID, Species
origin ID, Days in sea, Number of fish and Average fish weight (see Table 1 for
a list of all the features). These features did not contribute to finding the most
similar case during case retrieval. This indicates that maybe the selected features
for a case should be redesigned. On the other hand, using such an automated
approach makes it possible to add features and let the system weed out the ones
that are not needed. In such a parameter rich domain, it is often difficult to
know beforehand which features are the most important.



Closer examination of the classes found by k-means clustering reveals that
81.1% of the cases belong to one class, while the remaining classes contain 12.1%
and 6.8% of the cases, respectively (these numbers vary slightly when performing
k-means clustering). By doing a hypothesis test using the multinomial distribu-
tion (since the samples are in different categories, using the distribution listed
above), it becomes clear that the results are not statistically significant. Nev-
ertheless, the results clearly shows the positive effect of the LP approach to
automated assignment of feature weights.

A way to further enhance the retrieval mechanism could be to use a differ-
ent R(C,Q), that would spread out the cases more. However, it should also be
considered that the size of the case base is fairly small, and that most sorting
operations are successful. Three other possible directions can be taken: 1) Design
prototype cases that represents a synthesis of successful cases, and remove the
other cases from the database. 2) Focus only on outliers, i.e. extreme cases that
are very different from the others. 3) A combination of the two.

An inherent issue with the current implementation is that the cases are data-
driven - the classification of cases could preferably be chosen by domain experts.
We are currently looking into this issue, as it would be of great interest to see if
the resulting classes are different than those from the clustering algorithm. As
an aid to this situation, we have developed a registration application to gather
more detailed data related to grading operations, that are not present in the
automated sensor logging systems. This will further enrich the case base, and
hopefully better separate cases from each other.
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