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Abstract

Over the last decade, Bayesian Networks (BNs) have become a popular tool for
modelling many kinds of statistical problems. We have also seen a growing interest for
using BNs in the reliability analysis community. This article discusses the properties
of the modelling framework that are of highest importance for reliability practitioners.
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1 INTRODUCTION

1.1 Definition

Mathematically, a Bayesian Networks (BN) is a compact representation of a joint statistical

distribution function. A BN encodes the probability density function governing a set of

variables by specifying a set of conditional independence statements together with a set

of conditional probability functions. More specifically, a BN consists of a qualitative part,

a directed acyclic graph where the nodes mirror the variables and a quantitative part, the

set of conditional probability functions. An example of a BN is shown in Figure 1, only

the qualitative part is given. This BN models the risk of an explosion in a process system.

Explosions occurs if there is a Leak of chemical substance that is not detected by the gas

detection system. This system detects all leaks unless it is in its failed state (GD Failed).

The Environment will influence the probability of both leaks as well as a failure to the gas

detection system. Finally, an explosion may lead to a number of Casualties.

Figure 1 around here.

For notational convenience, we consider the variables {X1, . . . , Xn} when we make some

general definitions about BNs in the following. Now, we call the nodes with outgoing edges

pointing into a specific node the parents of that node, and say that Xj is a descendant of

Xi if and only if there exists a directed path from Xi to Xj in the graph. In Figure 1, Leak?

and GD fails? are the parents of Explosion?, written pa (Explosion?) = {Leak?,GD fails?}

for short. Furthermore, pa (Casualties?) = {Explosion?}. Since there are no directed path

from Casualties? to any of the other nodes, the descendants of Casualties? are given by the

empty set and, accordingly, its non-descendants are {Environment?,GD fails?,Leak?,Explosion?}.

The edges of the graph represent the assertion that a variable is conditionally independent

of its non-descendants in the graph given its parents in the same graph. The graph in
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Figure 1 does for instance assert that for all distributions compatible with it, we have

that Casualties? is conditionally independent of {Environment?,GD fails?,Leak?} when

conditioned on {Explosion?}.

The graphical structure has an intuitive interpretation as a model of causal influences.

Although this interpretation is not necessarily entirely correct, it is helpful when the BN

structure is to be elicited from experts. Furthermore, it can also be defended if some

additional assumptions are made.

When it comes to the quantitative part, each variable is described by the conditional

probability function (CPF) of that variable given the parents in the graph, i.e., the collec-

tion of CPFs {f(xi | pa (xi))}
n
i=1 is required. The underlying assumptions of conditional

independence encoded in the graph allow us to calculate the joint probability function as

f(x1, , . . . , xn) =
n∏

i=1

f(xi | pa (xi)), (1)

and this is in fact the main point when working with BNs: Assume that a distribution

function f(x1, , . . . , xn) factorizes according to Equation 1. This defines the parent set of

each Xi, which in turn defines the graph, and from the graph we can read off the conditional

independence statements encoded in the model. As we have seen, this also works the other

way around, as the graph defines that the joint distribution must factorize according to

Equation 1. Thus, the graphical representation is the bridging of the gap between the

(high level) conditional independence statements we want to encode in the model and the

(low level) constraints this enforces on the joint distribution function.

After having established the full joint distribution over {X1, . . . , Xn} (using Equa-

tion 1), any marginal distribution f(xi, xj, xk), as well as any conditional distribution

f(xi, xj | xk, xℓ), can be calculated using extremely efficient algorithms.
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1.2 Use of BNs in reliability

BNs originated in the field of Artificial Intelligence, where it was used as a robust and effi-

cient framework for reasoning with uncertain knowledge. The history of BNs in reliability

can (at least) be traced back to Barlow (1988) and Almond (1992); the first real attempt to

merge the efforts of the two communities is probably the work of Almond (1992), where he

proposes the use of the Graphical-Belief tool for calculating reliability measures con-

cerning a low pressure coolant injection system for a nuclear reactor (a problem originally

addressed by Martz and Waller (1990)).

BNs constitute a modelling framework which is particularly easy to use in interaction

with domain experts, also in the reliability field (Sigurdsson et al. 2001). BNs have found

applications in, e.g., fault detection and identification, monitoring, software reliability,

troubleshooting systems, and maintenance optimization.

1.3 Further information on Bayesian Networks

Pearl (1988) gives the first full account of Bayesian Networks, whereas Charniak (1991)

gives a reader-friendly introduction to the field. The recent book by Jensen and Nielsen

(2007) gives a comprehensive review of the theory and methods of Bayesian networks and

decision graphs. The causal perspective towards BNs is thoroughly analyzed in Pearl

(2000).

Several standard books on statistical modelling and decision theory contain chapters on

Bayesian networks, and also some books on risk and reliability analysis include discussions

of these issues, see for example Bedford and Cooke (2001). A review of the usage of BNs

in reliability analysis can be found in Langseth and Portinale (2007). The annual Con-

ference on Uncertainty in Artificial Intelligence, and in particular the co-located Bayesian

Modelling Applications Workshops, are good references for the continuous development in
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the community.

Many BN tools are available to the practitioners. Examples include Hugin (www.hugin.

com), BayesiaLab (www.bayesia.com) and Netica (www.norsys.com). For a comprehen-

sive list of software tools, see the one maintained by Kevin Murphy at www.cs.ubc.ca/

~murphyk/Software/BNT/bnsoft.html.

2 CONDITIONAL INDEPENDENCE

The driving force when making BN models is the set of conditional independence statements

the model encodes. It is common to use the notation X⊥⊥Y|Z to denote that the variables

in the two sets X and Y are conditionally independent given the variables in Z. If Z is

the empty set, we simply write X⊥⊥Y . Finally, we use X 6⊥⊥Y |Z to make explicit that X

and Y are conditionally dependent given Z.

We saw the first example of how we can read conditional independence statements from

the graph when we concluded that {Casualties?}⊥⊥{Environment?,GD fails?,Leak?} | {Explosion?}

in Figure 1. The general analysis of conditional independence is a bit broader, and uses the

concept of d-separation, which centres around the three categories of network fragments

shown in Figure 2.

Figure 2 around here.

The serial connection (part (a)) encodes that X1⊥⊥X3 |X2, but X1 6⊥⊥X3. For an

example, let X1 denote the planned preventive maintenance (PM) program for a given

component, let X2 be the implemented PM, and X3 the life-length of the component. The

conditional independence statements encoded in this model tells us that if we do not know

the implemented PM program, then the planned PM can tell us something about the life-

length of the component (X1 6⊥⊥X3). However, as soon as we learn about the implemented

PM program, the plans are irrelevant for the life-length: X1⊥⊥X3 |X2.
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Part (b), a diverging connection, dictates similar properties: Y1⊥⊥Y3 | Y2, but Y1 6⊥⊥Y3.

This BN can for instance model the quality of the production from an assembly line. Let

Y1 be the quality of the first item that was produced at this line, and Y3 be the quality

of the second item. Finally, let Y2 be a measure of how well the assembly line operates

overall. Now, if Y2 is unknown to us, information about Y1 being good (bad) would make

us infer that the quality of the line as such (Y2) was good (bad) as well, and therefore we

would expect that Y3 would be good (bad), too. Thus, Y1 6⊥⊥Y3. On the other hand, if the

quality of the production line is known, this model says that the quality of each produced

item may be seen as independent of each other (Y1⊥⊥Y3 | Y2).

Finally, the converging connection in part (c) encodes that Z1⊥⊥Z3, but Z1 6⊥⊥Z3 |Z2.

To understand this part, one can think of Z1 as the quality of an assembly line, Z3 as

the environmental conditions of the production (temperature, humidity, etc.), and Z2 as

the quality of a product coming from the assembly line. In this model, the quality of the

assembly line is a priori independent of the environmental conditions (Z1⊥⊥Z3), however,

as soon as we observe the quality of the product, we can make inference regarding the

quality of the line from what is known about the environmental conditions: If the quality

of the product is low, although it was produced under good environmental conditions, it

is reasonable to assume that this may be because the overall quality of the assembly line

is poor (Z1 6⊥⊥Z3 |Z2).

3 BUILDING BAYESIAN NETWORKS

Building BNs from expert input can be a difficult and time consuming task. This is

typically an assignment given to a group of specialists. A BN expert guides the model

building, asks relevant questions, and explains the assumptions that are encoded in the

model to the rest of the group. The domain experts, on the other hand, supply their
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knowledge to the BN expert in a structured fashion. In our experience, it will pay off to

start the model building by familiarization: The BN expert should study the domain, and

the reliability analysts require basic knowledge about BNs. As soon as this is established,

model building will proceed through a number of phases:

Step 0 – Decide what to model: Select the boundary for what to include in the

model, and what to leave aside.

Step 1 – Defining variables: Select the important variables in the model. The range

of the continuous variables and the states of the discrete variables are also determined at

this point.

Step 2 – The qualitative part: Next, we define the graphical structure that con-

nects the variables. In this phase it can be beneficial to consider the edges in the graph as

causal, but the trained domain expert may also be confident about (conditional) dependen-

cies/independencies to include in the model. In the latter case, the PC-algorithm (Spirtes

et al. 1993) is a principled way of asking the most efficient questions about conditional

independences. Domain experts can often be very eager to incorporate unpractically many

links in the structure in an attempt to “get it right”. The BN expert’s task is in this setting

to balance the model’s complexity with the modelling assumptions the domain experts are

willing to accept. Often, a post processing of the structure may reveal void edges (e.g.,

those creating triangles in the graph (Abramson et al. 1996)).

Step 3 – The quantitative part: To define the quantitative part, one must select

distributional families for all variables, and fix parameters to specify the distributions. If

the BN structure has not been carefully elicited (and pruned) this may be a formidable task.

Luckily, the consistency problems common when eliciting large probability distribution

functions are tackled by a “divide-and-conquer” strategy here: If each CPF f(xi | pa (xi))

is defined consistently, then this implies global consistency as well. To elicit the quantitative

part from experts, one must acquire all CPFs {f(xi | pa (xi))}
n
i=1 in Equation 1, and once
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again the causal interpretation can come in as a handy tool.

To fully specify the set of CPFs, we must (i) select parametric families for each

f(xi | pa (xi)), and (ii) determine values for all parameters of each CPF. To do the last part,

we must use either statistical data or expert judgement, but since both of these sources

of information can have low quality, as well as come with a cost, one would like the BN-

formalism to minimize the number of parameters required. This is exactly what it attempts

to do; it represents the joint distribution in a cost-efficient manner (through its factorized

representation in Equation 1). Let us consider the domain represented by {X1, . . . , Xn},

and let the nodes be labelled such that pa (Xi) ⊆ {X1, . . . , Xi−1} for i = 1, . . . , n (this

can always be obtained through relabelling). Although it is not essential for the following

argument, we will for now assume that all variables take on values in {0, 1} (these val-

ues could for instance signify a component being either failed or operating). According

to Equation 1 we will require CPFs of the type f(xi | pa (xi)); these are in this case fully

determined by the probability P (Xi = 1|pa (xi)). The number of parameters required to

specify f(xi | pa (xi)) for a given i is thus equal to 2|pa(Xi)|, and the total number of pa-

rameters is given by
∑n

i=1 2|pa(Xi)|. This number is by construction not higher than 2n − 1,

that is the number of parameters required to define the full joint distribution (without

using the conditional independence statements in the BN structure). Hence, when we use

a BN, we are never worse off than if the full joint distribution is defined directly, and we

are bound to improve as long as at least one conditional independence assumption can

be made. As an example, if all variables of the domain in Figure 1 are binary, then the

full joint distribution will require 31 parameters to be specified. Alternatively, the BN

representation uses only 11 parameters.

Step 4 – Verification: Verification should be performed both through sensitivity

analysis as well as by testing how the model behaves when analyzing well-known scenarios.

Typically, this step gives need for refinement/redefinition of the model, and this is repeated
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until the work put into improving the model does not lead to substantial benefits. As

pointed out by, e.g., Druzdzel and van der Gaag (2000), the sensitivity with respect to

BN structure is relatively high, and the graph is thus the most vital part. Sensitivity with

respect to the parameters is in large dependent on the application.

Lately, some tools that are aimed at guiding the model-building have emerged. These

tools attempt to enable a domain expert to build a BN without interacting with a BN

expert. For instance, Skaanning (2000) describes a system that can be used to build

troubleshooter systems efficiently.

4 DECISION GRAPHS

One of the most intriguing properties of the BN framework is that it can easily be extended

to represent decisions. The basis for the representation is utilities, which are quantified

measures for preference. That is, a real number is attached to each possible scenario in

question. Let S = {s1, . . . , st} be the possible scenarios with the probability distribution

(p1, . . . , pt), and let (u1, . . . , ut) be the corresponding utilities. The expected utility of S is

then EU(S) =
∑

i uipi.

4.1 Example

Assume for the scenario in Figure 1 that we wish to consider the possibility of a structural

safety measure (SSM). The structural safety measure has an impact on the number of

casualties in case of an explosion, and the cost of SSM shall be balanced with the ex-

pected reduction in costs due to casualties. To represent this, the Bayesian network is

extended with two types of variables, decision nodes (rectangular shaped) representing the

various decision options, and utility nodes (diamond shaped) representing preferences on a

numerical scale. This is done in Figure 3.
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Figure 3 around here.

The edge from SSM to Casualties? indicates the impact of a structural safety measure,

and the quantitative specification is the conditional probability f(Casualties?|SSM,Explosion?).

The edges to the Cost-nodes indicate the variables relevant for the cost. That is, Cost1 is

a function of SSM, whereas Cost2 is a consequence of the number of casualties (if any).

The edge from Environment? to SSM indicates that the state of the environment is known

when the decision on structural safety measures is made.

Exploiting probability updating in the Bayesian network (Figure 1), it is now easy to

calculate the expected utility for each decision option given the environment. The result

is an optimal policy, which for any state of the environment selects a decision of maximal

expected utility.

4.2 Several decisions

The framework also allows you to represent decision problems with more than one decision.

Assume in the previous decision problem that we also wish to decide a testing regime for the

gas detection system. We introduce a decision node GD Test to represent the decision on

testing frequency (see Figure 4). At the time when this is decided, we know the decision

on SSM, and we have also run a on-site verification to quantify the effectiveness of the

implemented structural safety measures (Verification?). We use the latter as input to

decide the test interval, hence the edge from Verification? to GD Test.

Figure 4 around here.

The result is an optimal policy for SSM as well as for GD Test. The optimal policy

for GD test is a function of Verification?, Environment?, and SSM. The calculation of an

optimal policy for SSM is in this situation more complex than in the previous example.
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When deciding on SSM we need to have an idea of the GD Test decision. Therefore, the

first thing to calculate is an optimal policy for GD Test, and assuming that we will follow

this policy, we can determine an optimal policy for SSM. The two policies together form

an optimal strategy for the decision problem.

4.3 Influence diagrams

When the decision problem consists of a predefined sequence of observations and decisions

(as in the example above) it can be represented as an influence diagram (Howard and

Matheson 1984). An influence diagram is an extension of a Bayesian network with decision

nodes and utility nodes. An edge from a node A to a decision node D indicates that the

state of A is known before the decision D is taken. In order not to overload the graph

with edges, the no-forgetting-property is usually assumed: If the state of A is known when

taking decision D, then it is also known when taking all subsequent decisions. To reflect the

premise of a predefined sequence of observations and decisions, there is graphical constraint

for influence diagrams: There must be a directed path encompassing all decision nodes.

An influence diagram is primarily used to calculate the expected utilities for the first

decision variable. To do this, we have to predict the decisions we will take in the future,

and in order to decide on the present decision we calculate policies for the future decisions

based on the principle of maximizing the expected utility (Shachter 1986; Shenoy 1992;

Jensen et al. 1994).

Although influence diagrams is a powerful modelling tool, the framework has its short-

comings. The decision problem must have a finite time horizon, and it must be symmetric:

The next nodes to observe, and the next decisions to take, must be independent of the

current observations and decisions. Work has been done to overcome these shortcomings

(Kaelbling et al. 1998; Jensen and Vomlelova 2002; Jensen et al. 2006), but these languages

are much more complex to work with.
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5 FURTHER POINTERS TO THE LITERATURE

Bayesian Networks are directed graphical models. Sometimes, a domain expert may be

uncomfortable directing an edge between two nodes. A chain graph is a graphical model

closely related to BNs, but which accepts both directed and undirected edges. The inter-

ested reader is referred to Lauritzen and Richardson (2002).

In this article we have discussed how BNs could be elicited from domain experts. An-

other possibility is to learn the BNs from historical data. This is an active research topic,

see, e.g., Neapolitan (2003).

Modelling dynamics is often a critical part of a reliability application. As an example,

consider a fault detection system, which continuously monitors its environment looking for

indications that it is about to become unstable. Obviously, modelling development over

time is crucial in this situation. There are several special classes of BNs developed for such

situations, Smyth (1994) uses one of these, Hidden Markov Models, for detecting failures

in satellite antennas.

We see a preference for discrete variables in the BN community, mainly due to the

technicalities of the calculation scheme used to calculate the posterior probabilities. We

note that the BNs’ applicability in risk and reliability analysis would be enormously limited

if one would only consider discrete variables, and this is therefore the most important

feature that is missing before BNs provide a full framework for such tasks. Numerous

efforts are taken up to solve this problem, ranging from inference by sampling (Gilks et al.

1994), via exact calculations in restricted structures (Lauritzen and Wermuth 1989; Lerner

et al. 2001), to approximations of the CPFs of the continuous variables (Jordan et al.

1999; Moral et al. 2001).
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Environment?

Leak?

GD fails?

Explosion? Casualties?

Figure 1: An example BN describing a gas leak scenario. Only the qualitative part of the
BN is shown.

X1 X2 X3

(a)

Y1

Y2

Y3

(b)

Z1

Z2

Z3

(c)

Figure 2: Three small network fragments describing different structural situations: Serial
(a), diverging (b) and converging (c).

Environment?

Leak?

GD fails?

Explosion?

SSM

Casualties? Cost2

Cost1

Figure 3: Extending the BN in Figure 1 to optimally choose the level of structural protec-
tion (SSM).
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Cost3

Environment?

Leak?

GD fails?

GD Test

Explosion?

SSM Verification?

Casualties? Cost2

Cost1

Figure 4: An ID extending the one-decision scenario in Figure 3. It can be used to solve
the problem with several decisions.
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