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Abstract

Over the last decade, Bayesian Networks (BNs) have become a popular tool for mod-
elling many kinds of statistical problems. In this chapter we will discuss the properties
of the modelling framework that make BNs particularly well suited for reliability appli-
cations. This discussion is closely linked to the analysis of a real-world example.

1 Introduction

A typical task for the reliability analyst is to give inputs to a decision problem. An example
can be to examine the effect that environmental conditions have on a component’s time to
failure, and give this as input to a maintenance optimization problem. As the quantities in
such studies are uncertain or due to random fluctuations, the end result should be a statistical
model describing a set of random variables. This model must be mathematically sound, and
at the same time easy to understand for the decision maker. Furthermore, the model must
be represented such that the quantities we are interested in can be calculated efficiently. In a
statistical setting, the numbers we would like to find are either conditional probabilities (e.g.,
the probability that a component will survive for more than one year in a given environment),
or deduced numbers (for instance the expected life-length of the component).

All these requirements have lead to an increased focus among reliability analysts on flex-
ible modelling frameworks like Bayesian Network (BN) models. A current research-trend is
to compare classical reliability formalisms to BNs, and it has been showed that BNs have
significant advantages over the traditional frameworks, partly because BNs are easy to use in
interaction with domain experts in the reliability field (Sigurdsson et al., 2001). The history
of BNs in reliability can (at least) be traced back to Barlow (1988) and Almond (1992).

We see a partiality to discrete variables in the BN community, mainly due to the technical-
ities of the calculation scheme (see, e.g., Jensen (2001)). We note that the BNs’ applicability
in reliability analysis would be enormously limited if one would only consider discrete vari-
ables, and we will therefore not limit our attention in this way, but rather embrace models
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containing both continuous as well as discrete variables. (See Moral et al. (2001) and Gilks
et al. (1996) for two methods of handling continuous distributions in BNs.)

In this chapter we will consider applications for BNs in reliability, and discover some of
the most prominent reasons for the increasing popularity of BN models in that field of science.
The chapter is organized as follows: We start by giving the basics of the BN framework in
Section 2, and consider BN modelling in Section 3. The main section is Section 4, where we
analyze the reliability of a real-life system using a BN. We offer some conclusions in Section 5.

2 Bayesian Networks

A Bayesian Network (Pearl, 1988; Cowell et al., 1999; Jensen, 2001) is a compact representa-
tion of a multivariate statistical distribution function. A BN encodes the probability density
function governing a set of n random variables X = (X1, . . . ,Xn) by specifying a set of
conditional independence statements together with a set of conditional probability functions
(CPFs). More specifically, a BN consists of a qualitative part, a directed acyclic graph where
the nodes mirror the random variables, and a quantitative part, the set of CPFs. An example
of a BN over the variables X = (X1, . . . ,X5) is shown in Figure 1, only the qualitative part
is given.

The driving force when making BN models is the set of conditional independence state-
ments the model encodes. We will use the notation X⊥⊥Y|Z to denote that the random
variables in the two sets X and Y are conditionally independent given the variables in Z. If
Z is the empty set, we simply write X⊥⊥Y to denote that the sets X and Y are marginally
independent. We use X 6⊥⊥Y |Z to make explicit that X and Y are conditionally dependent

given Z.
The qualitative part of the BN is used to encode the conditional independence statements,

but before we present the mathematical properties of the BN structure we need some notation:
We call the nodes with outgoing edges pointing into a specific node the parents of that node,
and say that Xj is a descendant of Xi if and only if there exists a directed path from Xi to
Xj in the graph. In Figure 1, X1 and X2 are the parents of X3, written pa (X3) = {X1,X2}
for short. Furthermore, pa (X4) = {X3} and since there are no directed paths from X4 to
any of the other nodes, the descendants of X4 are given by the empty set and, accordingly,
its non-descendants are {X1,X2,X3,X5}.

The edges of the graph represents the assertion that a variable is conditionally independent
of its non-descendants in the graph given its parents in the same graph. The graph in Figure 1
does for instance assert that for all distributions compatible with it, we have that X4 is
conditionally independent of {X1,X2,X5} when conditioned on {X3}, X4⊥⊥{X1,X2,X5} |X3.
Another example is obtained by looking at X1: pa (X1) = ∅, and the descendants of X1 are
{X3,X4,X5}, so its only non-descendant is X2. This gives us that X1⊥⊥X2 in this model.

All conditional independence statements can be read off a BN structure by using the
rules of d-separation (Pearl, 1988). The general analysis of d-separation centers around the
three categories of network fragments shown in Figure 2: The serial, the converging, and
the diverging connection. We will now look at examples where each of these three types of
connections are given meaning in the context of reliability analysis.

Let X1 denote the planned preventive maintenance (PM) program for a given component,
let X2 be the implemented PM, and X3 the life-length of the component. To model the inter-
play between the three quantities, we want to encode conditional independence statements
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X1 X2
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X4 X5

Figure 1: An example BN over the nodes {X1, . . . ,X5}. Only the qualitative part of the BN
is shown.

in a model s.t. if we do not know the implemented PM program, then the planned PM can
tell us something about the life-length of the component. However, as soon as we learn about
the implemented PM program, the plans are irrelevant for the life-length. This is exactly
the implications of the serial connection (Figure 2 (a)), which encodes that X1⊥⊥X3 |X2, but
X1 6⊥⊥X3 marginally.

Next, let us look at the quality of the production from an assembly line. The three random
variables we will consider are the quality of the first item that was produced at this line (Y1),
the quality of the second item (Y3), and a measure of how well the assembly line operates
overall (Y2). Now, if Y2 is unknown to us, information about Y1 being good (bad) would make
us infer that the quality of the line as such (Y2) was good (bad) as well, and finally that Y3

therefore would be good (bad) too. Thus, Y1 6⊥⊥Y3. On the other hand, if the quality of the
production line is known, the quality of each produced item may be seen as independent of
each other. Figure 2 (b), the diverging connection, dictates these properties: Y1⊥⊥Y3 |Y2, but
Y1 6⊥⊥Y3 marginally. Note that parts (a) and (b) in Figure 2 in principle encode the same
conditional independence statements. However, if we look at the network fragments as causal

models (Pearl, 2000), the two are obviously different.
Finally, we consider again the assembly line, and let Z1 be the quality of an assembly line,

Z3 is the environmental conditions of the production (temperature, humidity, etc.), and Z2

is the quality of a product coming from the assembly line. The quality of the assembly line
is a priori independent of the environmental conditions, however, as soon as we observe the
quality of the product, we can make inference regarding the quality of the line from what is
known about the environmental conditions: If, for instance, the environment is poor when
the quality of the product is good, one would assume that the quality of the line is favourable
as well. The converging connection in part (c) encodes these properties, as we have Z1⊥⊥Z3,
but Z1 6⊥⊥Z3 |Z2.

X1 X2 X3

(a) Serial

Y1

Y2

Y3

(b) Diverging

Z1

Z2

Z3

(c) Converging

Figure 2: Three small network fragments describing different structural situations: (a) Serial,
(b) Diverging, and (c) Converging.
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When it comes to the quantitative part, we will use f(x |y) to denote the CPF of x given
y. The same notation is used whether x is a vector of discrete or continuous (or mixed)
variables. We will sometimes call f(x |y) a CPF even if y is empty, but will use f(x) as a
shortcut for f(x | ∅).

Now, each variable is described by the CPF of that variable given its parents in the graph,
i.e., the collection of CPFs {f(xi |pa (xi))}

n
i=1

. The underlying assumptions of conditional
independence encoded in the graph allow us to calculate the joint probability function as

f(x1, , . . . , xn) =
n∏

i=1

f(xi |pa (xi)), (1)

and this is in fact the main point when working with BNs: Assume that a distribution function
f(x1, , . . . , xn) factorizes according to Eq. 1. This defines the parent set of each Xi, which
in turn defines the graph, and from the graph we can read off the conditional independence
statements encoded in the model. Hence, the graphical representation is the bridging of
the gap between the (high level) conditional independence statements we want to encode in
the model and the (low level) constraints this enforces on the CPF. To fully specify the set
of CPFs, we must (i) select parametric families for each f(xi |pa (xi)), and (ii) determine
values for all parameters of each CPF. Alternatively, we can make non-parametric statements
regarding f(xi |pa (xi)).

3 Building BN models

When we want to build a BN, we rely on two sources of information: Input from domain
experts and statistical data. In the reliability community, most applications are built in
interaction with domain experts. In this section we will therefore briefly describe the basics
when building BN models based on elicitation of domain experts. Building BNs from expert
input can be a difficult and time consuming task. This is typically an assignment given to
a group of specialists. A BN expert guides the model building, asks relevant questions, and
explains the assumptions that are encoded in the model to the rest of the group. The domain
experts, on the other hand, supply their knowledge to the BN expert in a structured fashion.
In our experience, it will pay off to start the model building by familiarization. The BN
expert should study the domain, and the reliability analysts require basic knowledge about
BNs. As soon as this is established, model building will proceed through a number of phases:

Step 0 – Decide what to model: Select the boundary for what to include in the model,
and what to leave aside.

Step 1 – Defining variables: Select the important variables in the model. The range of
the continuous variables and the states of the discrete variables are also determined at
this point.

Step 2 – The qualitative part: Next, we define the graphical structure that connects the
variables. In this phase it can be beneficial to consider the edges in the graph as
causal, but the trained domain expert may also be confident about conditional depen-
dencies/independencies to include in the model. Domain experts can often be very
eager to incorporate unpractically many links in the structure in an attempt to “get
it right”. The BN expert’s task in this setting is to balance the model’s complexity
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with the modelling assumptions the domain experts are willing to accept. Often, a post
processing of the structure may reveal void edges (e.g., those creating triangles in the
graph (Abramson et al., 1996)).

Step 3 – The quantitative part: To define the quantitative part, one must select distri-
butional families for all variables, and fix parameters to specify the distributions. If
the BN structure has not been carefully elicited (and pruned) this may be a formidable
task. Luckily, the consistency problems common when eliciting large probability dis-
tribution functions are tackled by a “divide-and-conquer” strategy here: If each CPF
f(xi |pa (xi)) is defined consistently, then this implies global consistency as well (Char-
niak, 1991). To elicit the quantitative part from experts, one must acquire all CPFs
{f(xi |pa (xi))}

n
i=1

in Eq. 1, and once again the causal interpretation can come in as a
handy tool. Alternatively, the expert can supply a mix of both marginal and conditional
distributions, which can then be glued together by the IPFP algorithm (Whittaker,
1990).

Step 4 – Verification: Verification should be performed both through sensitivity analysis
as well as by testing how the model behaves when analyzing well-known scenarios.
Typically, this step gives need for refinement/redefinition of the model, and this is
repeated until the work put into improving the model does not lead to substantial
benefits. As pointed out by, e.g., Druzdzel and Gaag (2000), the sensitivity with respect
to BN structure is relatively large, and the graph is thus the most vital part. Sensitivity
with respect to the parameters is in large dependent on the application.

Lately, some tools that are aimed at guiding the model-building have emerged. These
tools attempt to enable a domain expert to build a BN without interacting with a BN expert.
For instance, Skaanning (2000) describes a system that can be used to build troubleshooter
systems efficiently.

4 Reliability analysis with Bayesian networks

The aim of this section is to give some ideas regarding how BNs can be used to naturally
model systems that are considered in reliability analysis calculations. In particular, we will
study features like:

• Calculating the system’s reliability (Section 4.3);

• Uncertainty regarding local dependencies (i.e., probabilistic gates; Section 4.4);

• Multi-state variables (i.e., multiple behavioural modes; Section 4.5);

• Uncertainty on model parameters (Section 4.6);

• Dependence between components (e.g., introduced by a common environment; Sec-
tion 4.7).

We will discuss these issues by way of a real-world example: A simple Programmable Logic

Controller (PLC).
The most common technique for performing the type of calculations we will look into is

called Fault Tree Analysis (FTA). However, as we will see in this section, BNs offer more

5



DIA DIB DIC

CPUA CPUB CPUC

V1

V2

V1

V2

V1

V2

V1

V2

V1 V1

V2 V2

TribusA
TribusB
TribusC

V1

V2

V1

V2

V1

V2 DO CDO BDO A

IObusA IObusB IObusC

VOTER
V1

V2

OUTPUT

PS1

PS2

V1

V2

Figure 3: The PLC controller

than FTAs when it comes to modelling power. We will not dwell upon FTAs here, just
mention that a FTA model can be transformed into an equivalent discrete BN using quite
straightforward techniques (Bobbio et al., 2001).

4.1 System description

We start by giving a brief description of the PLC controller. The block diagram of the system
is shown in Figure 3.

The PLC system is intended to process a digital signal by means of suitable processing
units. A redundancy technique is adopted in order to achieve fault tolerance; three different
channels are used to process the signal, and a voter hardware device (with 2-out-of-3 majority
voting), is collecting channel results to produce the output. For each channel (identified as
channels A, B, and C respectively) a digital input unit (DI), a processing unit (CPU) and
a digital output unit (DO) are employed. The digital signal elaborated by a given channel
is transmitted among the units through a special dedicated bus called IObus. This design
ensures that each channel has dedicated components to avoid common cause failures.

Next, the reliability of the system is increased even further by introducing redundancy
also at the CPU level. Each processing unit does not only relate to the digital input unit
in its own channel, but it also receives a copy of the signal from the other input channels.
Three buses called TribusA, TribusB and TribusC are used to obtain this. IObusX of channel X

delivers the signal of DIX , the digital input of that channel, to the tribuses of other channels
(i.e., to TribusY with Y 6= X). Thereby, CPUX can read the signal from other input channels
using TribusX . In case there are conflicts between the tree signals obtained by a processing
unit, it uses a majority voting to determine the input signal.

Finally, the system is completed by a redundancy on the power supply system as two
independent power supply units (PS1 and PS2) are connected to the components. Failure
of only one PS unit is (in principle) not critical for the system’s operation. In the analysis
we consider the event that the controller fails to provide the correct control function. This
happens if either the power supply, the voter or at least two of the three channels fail.
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Figure 4: The first attempt to describe the system using a Bayesian network. Note the lack
of interpretability, and also the (way too) large parent set of the node PLC

4.2 The Bayesian network model

In this section we follow the outline given in Section 3 to build a BN model of the controller:

Step 0 – Decide what to model: Only the physical system is modelled in this example.
A more detailed model may try to capture, e.g., the effect that corrective maintenance,
functional testing, and operating conditions have on the availability of the system, but
this is not considered here.

Step 1 – Defining variables: Each physical component’s state is modelled by a dedicated
random variable. It also seems reasonable to create a variable PLC, which models the
status of the whole controller. Each variable will have two states, and we use “F” for
“Failed”, and “W” for “Working”.

Step 2 – The qualitative part: As none of the physical components influence any of the
others, they should be marginally independent. All components influence the status
of the PLC, as any component failure would increase the probability of system failure.
Furthermore, knowing the system’s state would make the components conditionally
dependent. Hence, at this stage of the modelling we assume that a converging structure

(Figure 2 (c)) is the best modelling option. The resulting BN structure is shown in
Figure 4.

Step 3 – The quantitative part: The domain experts assumed that all the components
had constant failure rates (as reported in Table 1), and we used that to allocate prob-
abilities to the corresponding nodes. The probability for a component being failed at
a given mission time t is calculated as follows: Consider a generic component C with
failure rate λC . Then, P (C = F) = 1 − e−λC t at any given time t.
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A more difficult task is to determine the CPF of PLC. The BN structure has not made
the internal structure of the example system explicit, and we have not been able to
break the system model down into smaller parts. As usual we have to determine the
probability distribution of the variable (PLC in this case) given all possible combinations
of the node’s parents, but due to the lack of modularity, we have a total of 218 = 262 144
different numbers to elicit to define this CPF. Obviously, this is too much to take on,
even if all numbers are either 0 or 1. It therefore turns out to be difficult to create a
BN using the structure we selected in Step 2 above.

To overcome this problem, the most common method when working with such reliability
problems is to use the bottom-up principle, often combined with a top-down approach.
The bottom-up principle (closely related to the concept “divorcing”, (Jensen, 2001, p.
60)) means that one looks at how components combine to define the subfunctions that
make the system work. To this end, we decided to insert a number of extra variables into
the model to represent these subfunctions. These nodes are introduced to simplify the
modelling, to make the built-in redundancy in the controller system visible in the BN
structure, and to make the model more modular. For instance, DIA and IObusA together
send the signal to CPUA. We call this subfunction (sending the signal to CPUA) InpAA,
and introduce the node InpAA to denote whether the two components achieve that task.
Hence, InpAA takes on the two states “Failed” and “Working”; whether it is working
or not is determined by the status of DIA and IObusA. InpAA therefore gets these two
nodes as its parents in the BN. Similarly, InpAB is introduced to control if a signal from
input B reaches CPUA (so, InpAB is monitoring the combined effort by DIB , IOBusB ,
and TriBusA), and InpAC is introduced in the same way. We also make new variables to
model the signals arriving at CPUB and CPUC .

Next, we introduce the variable InA, which tells the state of the input signal received
by CPUA after majority voting (recall that each CPU will perform a 2-out-of-3 voting
if there is a conflict between the signals). InA will therefore tell how InpAA, InpAB, and
InpAC work when combined. Due to the symmetry of the controller, we introduce the
variables InB and InC in the same way.

SigA is introduced to model the correctness of the signal sent from CPUA to the output
card, and finally ChA models the dependability of the signal from channel A to the
voter. Again, symmetry makes us introduce similar nodes taking care of the signals
from channels B and C. Figure 5 shows the final BN structure. The new nodes all
model the availability of the different substructures of the system, and we assume their
statuses as given deterministically by the status of their components.

Alternatively, one could use the top-down way of thinking, and would then ask questions
like “How does the PLC fail?”, and use the answer (“Failure to the power supply, voter
or the signal channels”) to motivate the two new nodes PS (power supply, determined
by PS1 and PS2) and Ch (telling whether at least two of the channels work). Next, one
would focus on how Ch could fail, which would give rise to ChA, ChB , and ChC , etc.

Step 4 – Verification: Verification did not relieve any fundamental flaws in the modelling.
The model was therefore considered complete. Note that the BN is multiply connected
(it has a number of undirected cycles), essentially because of the influence the physical
components have on the different channels.
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Figure 5: A Bayesian network model describing this system. A number of “dummy” variables
are introduced to improve readability; only the double-lined nodes were included in the initial
model. The PLC node models the status of the whole controller.

4.3 Basic reliability results

We can now evaluate the system’s unreliability by computing the probability P (PLC = F) in
our BN. The calculated unreliability is plotted with a solid line in Figure 7 as a function of
the mission time t.

Next, we consider how to analyze the criticality of the system components with respect
to system failure. To this end, we should consider system failure as evidence provided to the
BN. There are two main computations that can be performed:

1. The posterior probability of each single component having failed given that the system
has failed;

2. The most probable configuration over the set of components given system failure.

The first analysis allows one to obtain information about the criticality of each component.
It is calculated by entering evidence that the top event has occurred, and the probability of
each component having failed is computed. The right column of Table 1 reports these numbers
computed at mission time t = 4 · 105 hours. The component criticality is obviously a more
significant measure than their prior failure probability, for instance when we want to repair
the system. We notice that the processing units are the most critical components with an
importance measure of about 38%.

The second kind of analysis is more sophisticated as it calculates failure probabilities over
sets of components. One can think of the calculations taking place as finding the posterior
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Component Failure rate (per hr.) Posterior failure prob.

IObus λIO = 2.0 10−9 0.002
Tribus λTri = 2.0 10−9 0.002
Voter λV = 6.6 10−8 0.118
DO λDO = 2.45 10−7 0.204
DI λDI = 2.8 10−7 0.172
PS λPS = 3.37 10−7 0.176
CPU λCPU = 4.82 10−7 0.383

Table 1: Failure rates (per hour) and component importance calculated at mission time
t = 4 · 105 .

Components Posterior probability
{CPUA, CPUB} 0.045
{CPUB, CPUC} 0.045
{CPUA, CPUC} 0.045
{Voter} 0.027
{CPUA, DOC} 0.022
{CPUA, DOB} 0.022
{CPUB, DOA} 0.022
{CPUB, DOC} 0.022
{CPUC , DOA} 0.022
{CPUC , DOB} 0.022
{PS1, PS2} 0.021

Table 2: Most probable posterior configurations

joint probability of all sets of components, given the fact that the system has failed (see
Nilsson (1998) for practical algorithms).

Table 2 reports the sets of failed components that have the highest probability of failure
given that the system has failed. Table 2 should be read such that the mentioned components
are faulty, whereas all the others are working (e.g., out of the 262.144 possible configura-
tions, the most probable given system failure is that two CPUs are faulty whereas all other
components work properly; the probability for this situation is about 4.5%).

4.4 Coverage factors in BNs

An important modelling improvement in redundant systems is to consider coverage factors.
The coverage factor is defined as the probability that a single failure in a redundant system
entails a complete system failure. This accounts for the fact that the recovery mechanism can
be inaccurate, and that the redundancy therefore becomes inoperative even when only one
component has failed. Coverage factors finds a natural application in BNs where we resort to
defining probabilistic gates.

Figure 6 reports an excerpt of Figure 5 related to the gate labelled PS (modelling the power
supply subsystem composed of the two single units PS1 and PS2. It shows a probabilistic
AND-gate and the CPF, which models the situation: Recall that the events are binary, with
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P (PS = F|PS1 = W,PS2 = W) = 0
P (PS = F|PS1 = W,PS2 = F) = 1 − c

P (PS = F|PS1 = F,PS2 = W) = 1 − c

P (PS = F|PS1 = F,PS2 = F) = 1

Figure 6: An AND gate with coverage and the corresponding CPF.
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Figure 7: System unreliability for different coverage factors.

values denoted by W (working) or F (failed). When using the deterministic AND-gate, PS

is failed (with probability 1) when both inputs are down, and working (with probability 1)
otherwise. In the probabilistic case, the power supply may be down with some probability
1− c even when only one input is down. Here, c is called the coverage factor, and in our case
we interpret it by noting that 1 − c gives the probability that a failure of one power supply
unit destroys the whole power supply system (e.g., by short circuiting).

To show the effect of the coverage factor on the availability of the system, we introduced
a coverage factor c to the gate PS. We calculated the unavailability of the system for c = 0.9,
c = 0.95, and c = 0.99, and give the results in Figure 7 (for a time horizon of t = 105h). For
the sake of comparison, also the deterministic case (coverage factor c = 1) is reported.

4.5 Multi-state nodes

Next, we will look at events whose behaviour is best described by multi-state variables. This
is usually related to another modelling issue that may be quite problematic to deal with
when using traditional tools in the reliability community, namely components failing in some
dependent way. Consider for instance the case in which the power supply may induce a control
logic failure when failing, for instance due to over-voltage. This can be naturally modelled
in a BN by connecting each power supply to the CPU nodes. This simply means that new
edges are added from nodes PS1 and PS2 to each CPU node in the BN of Figure 5. One can
be even more precise by resorting to multi-state variable modelling: Each PSi unit (i = 1, 2)
can be modelled as having the three states Working, Over voltage, and Failed, and connected
as a parent to each CPU node CPUA, CPUB , and CPUC .

The CPF of each CPU is defined such that it is unaffected by the power-supply as long
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ΛPS

PS1 PS2

Figure 8: ΛPS is the failure rate of PS. It is modelled as a random variable.

as it is either working or failed, but as soon as PS goes into “over voltage”, we can assign a
probability to the event that the CPU immediately fails as well.

This shows how a flexible combination of basic features of a BN can naturally overcome
limitations of other modelling frameworks. The abnormal status of a power supply now
has both a direct as well as an indirect effect on the system dependability, where the latter
originates from the power supplies’ (potentially) negative influence on the processing units in
the system.

Note that we have introduced this extra aspect to our model without problems; in fact
only a small part of the model is changed, and this is seamlessly integrated into the overall
BN.

4.6 Parameter uncertainty

Our next example takes a closer look at parameter uncertainty. In the Bayesian setting,
parameters are considered random variables, and are modelled using probability distributions.
Accordingly, the system’s unreliability is calculated as a weighted average over the possible
parameters values, and do not reflect a single deterministic value.

To illustrate this point, we can carry out the following experiment, again focusing on the
power supply nodes. The parameter we require is in this case the failure rate of a power
supply, λPS . In the Bayesian setting, we may assume that ΛPS is a random variable, for
instance by using a Gamma-distribution: ΛPS ∼ G(α, β). It seems reasonable to assume that
the hyper-parameters α and β are chosen such that ΛPS gets expectation corresponding to
the value given in Table 1 (e.g., E [ΛPS] = α · β = 3.37 10−7). We can then set α to tune the
head and tail of the distribution.

In the BN structure, each PS node gets ΛPS as a new parent, see Figure 8. We must also
define its CPF, and do that by insisting that P (PSi = F|ΛPS = λPS) = 1− exp(−λPS · t) for
i = 1, 2.

We can now take the parameter uncertainty into account by calculating the system’s
unavailability at a given mission time t from our (extended) BN. Figure 9 provides the system’s
unreliability under the assumption of different Gamma-distribution for the power supplies’
failure rates. We notice that there is a small sensitivity in the assumed distribution. However,
as the system’s unavailability is essentially linear in ΛPS (in particular we have that 1 −
exp(−ΛPS · t) ≈ ΛPS · t for small values of ΛPS · t), the effect of the parameter uncertainty is
limited in our example. A more interesting situation occurs when the parameter uncertainty
induces dependence between the different components, and this is examined in Section 4.7.

4.7 Components sharing a common environment

When modelling complex coherent systems, it is quite common to assume that components can
be considered independent, even when they are operating in a common environment. Several
researchers have been trying to overcome this defect by explicitly modelling the correlation
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Figure 9: Unreliability different prior distributions for ΛPS.

between components’ life-lengths that the shared environment introduce. In this subsection
we will elaborate on a solution to this problem described by Lindley and Singpurwalla (1986).

Consider a system of two components, where the system works if at least one of the
components works. The components have life-lengths T1 and T2 respectively, and the system’s
life-length is thus given as R = max(T1, T2). Lindley and Singpurwalla (1986) assume that
when the components are operating in a controlled laboratory environment, their life-lengths
Ti have constant failure rates λi (i = 1, 2).

Next, the two components are exposed to some common environment, and this introduces
a correlation between T1 and T2: A rough environment will lead to reduced life-lengths for
both components, whereas a gentle environment would imply that the expected life-lengths
of both components were increased. We use a random variable E to model the effect of
the common environment. It is assumed that the effect of the environment is proportional
to the failure rate, that is, Ti|{E = ξ} is exponentially distributed with parameter ξλi;
P (Ti > t |E = ξ) = exp(−ξλi · t). In this way, a hash environment would correspond to a
high value of E, whereas a more friendly environment corresponds to a smaller value of E. A
correlation between T1 and T2 is introduced if E is not observed, whereas T1⊥⊥T2|E (compare
Figure 10 (a) to Figure 2 (b)). Lindley and Singpurwalla (1986) continue their modelling
by assuming E to follow a Gamma distribution with known parameters, and (amongst other
things) derive the marginal distribution of R when E is unobserved.

We can extend this example by assuming that we can characterize the environmental effect
E by regression. That is, we presume the existence of a number of covariates Υ1, . . . ,Υℓ such
that E follows a distribution with parameters defined as functions of these covariates. The
corresponding model with ℓ = 2 is shown in Figure 10 (b). Finally, in Figure 10 (c) we have
included measurement uncertainty for the covariates. This model applies if we are not able
to measure the covariates (Υi) themselves; only the noisy measurements (Zi) are observable.

To exemplify the use of this model, we quantify the CPFs as follows: The covariates Υ

must be assumed to be realizations of some distribution for this to work. Here we have no a
priori information, and they are therefore allocated vague prior distributions (Gaussian distri-
butions with expectation 0 and variance 106 were used). Measurements are assumed unbiased
with variance 0.1, i.e., Zi|{Υi = υi} ∼ N(υi, 0.1). We follow Lindley and Singpurwalla (1986)
and let the environment be determined by a Gamma distribution, E ∼ Γ(r, µ). We define
the rate by µ = exp (−βTυ), and assume known shape r = 2. β1 = 0.01 and β2 = 0.04
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Figure 10: (a) Two components in a parallel system have life-lengths T1 and T2 respectively,
giving the system a life-length of R = max (T1, T2). The random variables T1 and T2 are tradi-
tionally assumed independent, but when exposed to a common environment, E, a dependence
is introduced. (b) Covariates Υ1 and Υ2 are measured to infer properties of the environment.
(c) The model is enhanced by introducing measurement error on the covariates. Z1 and Z2

denote the measured values of Υ1 and Υ2 respectively. (d) The model that is (implicitly)
used if the common environment is neglected. See text for further details.

were chosen rather arbitrarily in this example. Finally, Ti|{E = ξ} follows the exponential
distribution with parameter ξλi; λ1 = 3 · 10−3 and λ2 = 2 · 10−3 respectively. We used BUGS

(Gilks et al., 1994) to calculate P (R > 1000 |Z1 = 1, Z2 = 2) = 0.29 and corr(T1, T2 |Z1 =
1, Z2 = 2) = 0.90. If we fail to model the correlation between the two life-lengths, and use
the model depicted in Figure 10 (d), we would calculate P (R > 1000 |Z1 = 1, Z2 = 2) = 0.41.

This example highlights the importance of being able to make mathematical models that
we actually believe in. BNs can be a framework to make such models, also in the context of
reliability analysis.

5 Conclusions

In this paper we have considered the applicability of Bayesian networks for reliability analy-
sis. BNs constitute a modelling framework which is particularly easy to use for interaction
with domain experts, and this makes it a useful tool in practice. Furthermore, as BNs rest
upon probability theory, many of the fundamental discussions obstructing other modelling
frameworks are avoided. The sound mathematical formulation has been utilized to generate
efficient learning methods. BNs are equipped with an efficient calculation scheme, which often
makes them preferable to traditional tools like fault trees.

Many BN tools are available to the practitioners. Examples of commercial tools available
online include Hugin (http://www.hugin.com/), BayesiaLab (http://www.bayesia.com/)
and Netica (http://www.norsys.com/). BUGS (http://www.mrc-bsu.cam.ac.uk/bugs/) is
a general-purpose modelling framework where inference is based on simulation.
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