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1. Introduction

Bayesian Networks (BNs) [21,32] have established themselves as a powerful tool
in many areas of artificial intelligence, including planning, vision, decision support sys-
tems and robotics. However, one of the main obstacles is to create and maintain very
large domain models. To remedy this problem, object-oriented versions of the BN frame-
work have been proposed in the literature [4,22]. Object-Oriented BNs (OOBNs) as de-
fined in these papers offer an easy way of creating BNs, but the problem of assessing
and maintaining the probability estimates still remain; conventional learning algorithms
like [6] do not exploit that the domain is object oriented while learning.

In this paper we propose a learning method that is applied directly to the OOBN
specification. It is proven that this learning method is superior to conventional learning
methods in object oriented domains, and a method to efficiently estimate the probability
parameters in domains that are not strictly object oriented is also proposed.

This paper is organized as follows: The rest of this section will create a starting
point for our analysis by introducing OOBNs and the required notation and assump-
tions. In section 2 we outline the proposed learning method, and in section 3 we pro-
pose a framework for learning in domains that are only approximately object oriented.
A special case of model uncertainty, typical to object-oriented domains, is handled in
section 4, and we conclude in section 5.
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1.1. Object-oriented Bayesian networks

Using small and “easy-to-read” pieces of a complex model is an already applied
technique for constructing large Bayesian networks. For instance, [34] introduces the
concept of sub-networks which can be viewed and edited separately even if they are dif-
ferent pieces of the same network; [37] adds levels of integration of fragments (using an
analogy with Boolean circuits); [25] is concerned with the combination of fragments
(using conditional noisy-MIN). Frameworks for such representations called Object-
Oriented Bayesian Networks are presented in [4,22]. An introduction to the framework
of [4] will be given in this section, as it is the foundation for our work on learning in
OOBNs.

OOBNs as defined by [4] will be described in the following by way of an example
adapted from that paper. The example will be used throughout the paper to illustrate the
proposed learning mechanism and to show how well it works. We limit our description
of the framework to those parts that are most relevant for learning in OOBNs; further
details can be found in [3,4]. This font will be used to describe classes, instantiations
of classes are described using THIS FONT, and this font is employed when referring to
variables.

Old McDonald (OMD) has a farm with 2 milk cows and 2 meat cows. A milk cow
primarily produces milk and a meat cow primarily produces meat. OMD wants to model
his stock using OOBN classes. OMD constructs a Generic cow as shown in figure 1. He
knows that what a cow eats and who its mother is influences how much milk and meat it
produces. OMD wants Mother and Food to be input nodes; an input node is a reference
to a node outside the class. OMD wants Milk and Meat to be output nodes, nodes from
a class usable outside the instantiations of the class. Dashed ellipses represent input
nodes and shaded ellipses represent output nodes, see figure 1. Input and output nodes
form the interface between an instantiation and the context in which the instantiation ex-
ists. Nodes in an instantiation that are neither input nor output nodes are termed normal
nodes. A class may be instantiated several times with different nodes having influence
on the different instantiations through the input nodes, so only the number of states of
the input nodes is known at the time of specification (e.g., the cows might have different
mothers).

Figure 1. The Generic cow class as defined by OMD. The arrows are links as in normal BNs. The dashed
ellipses are input nodes, and the shaded ellipses are output nodes.
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OMD consults an expert that tells him that he might want to get specifications of
both a Milk cow and a Meat cow, which OMD agrees to. The two new cow specifi-
cations, shown in figure 2, are subclasses of the Generic cow class (hence the “IS A
Generic cow” in the top left of each of the class specifications). A class S can be a sub-
class of another class C if S contains at least the same set of nodes as C. This ensures that
an instantiation of S can be used anywhere in the OOBN instead of an instantiation of C
(e.g., an instantiation of Milk cow can be used instead of an instantiation of Generic
cow). Each node in a subclass inherits the conditional probability tables (CPTs) of the
corresponding node in its superclass unless the parent sets differ, or the modeler explic-
itly overwrites the CPT. The sub–superclass relation is transitive but not antisymmetric,
so to avoid cycles it is required that a subclass of a class cannot be a superclass of this
class as well. Furthermore, multiple inheritance is not allowed, so the structure of the
class hierarchy will be a tree or a collection of disjoint trees called a forest. All trees
from the class hierarchy forest can be arranged so that the unique node with no super-
class is the root, and all other nodes of the tree have their superclass as parent. Such a
tree is called a class tree.

OMD continues by constructing a Stock class representing his live-stock. In fig-
ure 3 the boxes are instantiations, e.g., Cow1 is an instantiation of the class Meat cow.

(a) (b)

Figure 2. (a) The experts specification of a Milk cow. (b) The experts specification of a Meat cow. Note
that their input sets are larger than the input set of the Generic cow (figure 1).

Figure 3. The Stock with two instantiations of the Milk cow class and two instantiations of the Meat cow
class. Note that some input nodes are not referencing any nodes.
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This is indicated by Cow1:Meat cow inside the Cow1 instantiation. Note that only input
nodes and output nodes are visible, as they are the only part of the instantiation available
to the encapsulating class (Stock). The double arrows are reference links, where the leaf
of a link is a reference to the root of that link;1 e.g., the input node Mother of Cow1 is
a reference to the node Daisy. This means that whenever the node Mother is to be used
inside the instantiation Cow1, the node Daisy will be the node actually used.

As the subclasses in a class tree may have a larger set of nodes than their superclass,
the input set of a subclass S might be larger than the input set of its superclass C. If an
instantiation of S is used instead of an instantiation of C, the extra input nodes will not be
referencing a node. To ensure that these nodes contain a potential, the notion of a default
potential is introduced: a default potential is a probability distribution over the states of
an input node, which is used when the input node is not referencing any node. A default
potential can also be used when no reference link is specified, even if the reason for it is
not subclassing. Not all the Mother nodes in figure 3 reference a node, but because of
the default potential all nodes are still associated with a CPT. It is also worth noting that
the structure of references is always a tree or a forest; cycles of reference links are not
possible [3]. These trees consist of a unique root and one or more leaf-nodes; there are
only two “layers” in these structures in our case.

Inference can be performed by translating the OOBN into a multiply-sectioned
Bayesian network [41,42], see [3] for details on this translation, or by constructing the
underlying BN. The underlying BN, BNI, of an instantiation I is constructed using the
following algorithm, assuming I to define a legal OOBN:

1. Let BNI be the empty graph.

2. Add a node to BNI for all input nodes, output nodes and normal nodes in I.

3. Add a node to BNI for each input node, output node and normal node of the instan-
tiations contained in I, and prefix the name of the instantiation to the node name
(Instantiation-name.Node-name). Do the same for instantiations contained in these
instantiations, and so on.

4. Add a link for each normal link in I, and repeat this for all instantiations as above.

5. For each reference tree, merge all the nodes into one node. This node is given all the
parents and children (according to the normal links) of the nodes in the reference tree
as its family. Note that only the root of the tree can have parents, as all other nodes
are references to this node.

An input node that does not reference another node will become a normal node
equipped with the default potential. Figure 4 describes the underlying BN of OMD’s
instantiation of the Stock-class (figure 3) as found by the above algorithm.

1 To avoid confusion with the normal links in the model we do not use the terms “parent” and “child” when
referring to reference links.
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Figure 4. The underlying BN for OMD’s instantiation of the Stock class.

1.2. Notation and assumptions

The following is a description of the most important assumptions we make through-
out the paper, and an introduction to the distance measure we use to evaluate the learning
methods we propose. We will use standard terminology from the learning community,
and do not follow the OOBN terminology if not necessary.

The domain of interest is modeled by a stochastic vector X = (X1, . . . , Xm) of
dimension m, where X is distributed according to an unknown distribution function
f (x|θ). θ is the (unknown) vector of parameters determining the distribution. The vector
X is sampled “regularly”, and the observations are stored in a database D. The database
is of size N, D = {x1, x2, . . . , xN }. We will assume that the cases in the database are
identically and independently distributed given f (·|θ)

The distribution f (·|θ) is assumed to belong to a known parametric distribution
family F , so the estimation problems boils down to estimating the parameters θ of the
distribution. Stated as a BN learning task, this assumption corresponds to assuming that
the structure of the BN is known (see [2] for a description of learning in object-oriented
domains when also the structure is unknown a priori). We use θ̂ to denote the estimate
of θ . The domain of a variable is assumed to be discrete meaning that Xi takes its values
in a finite universe Xi , i = 1, . . . , m, and x = (x1, . . . , xm) ∈ X1× · · · ×Xm = X ; x is
a configuration over X . The probability distribution estimated from N samples will be
denoted by f (x |̂θN) or simply f̂N . The unknown “true” distribution function is called
f (x|θ) or f .

As this work is within the framework of discrete Bayesian networks, the family of
distribution functions F can be characterized by the fact that f (x|θ) takes the form of
a product of m conditional probability tables P(Xi = xi |pa(Xi)) where pa(Xi) denotes
Xi’s parents in the Bayesian network. The event that pa(Xi) takes on a particular config-
uration j in some enumeration of the possible configurations is denoted by pa(Xi) = j .
Furthermore, we will use θijk to denote the probability P(Xi = k|pa(Xi) = j), and we
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will assume 0 < θijk < 1 to avoid trivial deterministic cases of learning.2 We will let |θ |
denote the dimension of the parameter space, meaning the smallest possible number of
free parameters that can encode f (x|θ) correctly. This is not the same as the sum of the
sizes of the CPTs, since one can, e.g., encode the distribution of a binary variable X by
using only the one parameter p, i.e., P(X = 1) = p, P (X = 0) = 1 − P(X = 1) =
1−p. |θ | is, furthermore, not to be calculated directly from the dimension of X , since a
Bayesian network (that is not a complete graph) utilizes a more compact representation.

The work presented in this paper focuses on the maximum likelihood estimates
of the parameters. To generate the maximum likelihood estimates we use the EM-
algorithm [12]. The EM-algorithm is particularly easy to implement in graphical mod-
els [26], but there are problematic issues both regarding speed of convergence as well as
convergence towards a local (sub-optimal) maximum of the likelihood function. The first
of these problems can be overcome by different acceleration measures, see, e.g., [31,38],
the second problem is typically managed by a series of random restarts of the iteration
process after convergence of the EM algorithm.

The work described here does not consider the use of parameter priors in the learn-
ing algorithms. The reason for this is that we want to build our theory around the asymp-
totic properties of the estimators we find, i.e., when the sample-size N →∞. The focus
on maximum likelihood estimators is not constraining our results, as Bayesian estima-
tors will converge towards the maximum likelihood estimators if the priors are strictly
positive over the parameter space, see e.g., [27, p. 512]. Note that we can also find the
Bayesian maximum a posteriori estimators within the EM framework by following [16].
Note also that the convergence towards the estimators’ large-sample distribution is quite
rapid in our examples, so the focus on asymptotic results does not constrain the applica-
bility of the results.

For simplicity we will assume the data to be Missing Completely At Random
(MCAR), see [28]. Informally, this means that the observability of one variable is in-
dependent of the value of any other variable (both missing and observed). Note that
variables that are always missing (so called “hidden”) also obey the MCAR assump-
tion. The extension to Missing at Random (MAR) [19], which informally means that
the MCAR assumption is relaxed to allow the pattern of missingness to depend on the
values of the observed variables, is immediate. The extension is, however, left out for
clarity of exposition.

The quality of the learned distribution will be measured with respect to the
Kullback–Leibler divergence (KL divergence) between the estimated and “true” distrib-

2 This assumption is made for simplicity of exposition, and is not needed for the results to be valid. The
learning speed in a domain with deterministic nodes, as measured the way we do in this paper, is the
same as the learning speed in the same domain where deterministic nodes are considered fixed. Hence,
including deterministic nodes only gives a more tedious notation, and does not jeopardize the underlying
mathematics.
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utions, DN(f̂ ‖f ), which is calculated as

D
(
f̂N‖f

) =∑
x∈X

f
(
x |̂θN

) · log

[
f (x |̂θN)

f (x|θ)
]
= Eθ̂ log

[
f (X|̂θN)

f (X|θ)
]
. (1)

The expectation Eθ̂ is taken with respect to the estimated distribution f̂N . This expecta-
tion can be calculated without expanding the sum in equation (1), see [9, chapter 6].

There are many arguments for using this particular measurement for calculating
the quality of the approximation, see [8]. One of them is the fact that the KL diver-
gence bound the maximum error in the assessed probability for a particular event A [40,
proposition 4.3.7],
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A
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)
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Similar results for the maximal error of the estimated conditional distribution are derived
in [39]. These results have made the KL divergence the “distance measure”3 of choice
in Bayesian network learning, see e.g., [11,14,18,23,32]. We have chosen to use the
empirical KL divergence D(f̂N‖f ) instead of D(f ‖f̂N ) since the former is finite (with
probability 1), and therefore simplifies the asymptotic expansion. Results similar to ours
can be obtained for D(f ‖f̂N ) by use of bounded approximations [1] for the divergence
measure.

For the OOBN learning to be meaningful, we will initially assume that the domain
is in fact object oriented, such that the CPTs of one instantiation of a class are identical
to the corresponding CPTs of any other instantiation of that class. We call this the OO
assumption. In section 3 we will investigate what happens if this assumption is violated.

2. OOBN learning

As described in section 1.1 a class hierarchy is by definition a forest containing
trees of classes that are subclasses of their parents in the tree. Given a class hierarchy,
and data for some instantiations of the classes in the hierarchy, we want to learn from
the data. The way this is done is described in the following.

The typical way to learn from data is to learn in the underlying BN, but this does
not take advantage of the object oriented specification, and it will (probably) violate
the OO assumption as well. According to this assumption, instantiations of a class are
identical. To take advantage of the OOBN specification, the learning method we propose
learns in the class specification instead of in each instantiation. This means that every
observation of a class instantiation will be treated as a (virtual) case from the class.

The CPTs are only represented in a class if the CPT is different from that of the
superclass (if one exists). As an example, consider the definition of Generic cow given

3 The KL divergence is not a distance measure in the mathematical sense, as D(f ‖g) = D(g‖f ) does not
hold in general. The term is here used in the everyday-meaning of the phrase.
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in figure 1, and its subclass Milk cow shown in figure 2(a). The CPTs for Music and
State of mind must be defined in Milk cow, since these variables are not defined in
Generic cow. Furthermore, since the parent set of Metabolism is different in the two
class specifications, the CPT for Metabolism must be specified in both Generic cow and
Milk cow. The CPTs for Food, Mother, Milk and Meat need only be specified in the
Generic cow class (figure 1). It is possible for Food, Mother, Milk and Meat in Milk
cow to differ from those of the Generic cow specification, and in that case the CPTs will
be defined in both specifications.

The scope of a CPT specification associated with a node XT is defined as follows.
Let CT be the class where the node XT is defined for the first time (meaning that XT is
not defined in the superclass of CT , if one exists). Then, the scope of the CPT of XT is
a substructure of the class tree with CT as the root. Each subclass of CT is a member
of the scope if and only if the CPT is not overwritten in that subclass. See figure 5 for
an example class tree. Let A be the set of classes that are included in the scope. Then
the subclasses of the members of A are evaluated for inclusion in A using the same rule,
and this is done recursively throughout the class tree. For each of the subclasses of CT

that are not included in A, the scope of their CPT specifications can be found in the
same way. It is now easy to see that the scopes of the CPTs associated with XT will
partition the class tree into substructures that are trees. The intersection of the scopes
are empty, and the union of the scopes is the whole substructure for which the variable
of the CPT is defined, i.e., the class tree rooted at CT . When learning is to be performed,
it will be done where the CPTs are specified. This means that learning of a given CPT
based on data from an instantiation of a class will be performed in the root of the sub-
structure defined by the scope of that CPT. As an example, consider the Generic cow
and Milk cow classes in figures 1 and 2(a); Generic cow is the superclass, and Milk
cow is the subclass. Assume we have observed some data from an instantiation of the
Milk cow class, and want to update the CPTs of Milk and Metabolism. The scope of the

Figure 5. A class tree that shows the scope of the two definitions of the CPT for node XT . Classes where
a CPT for XT is defined are marked with a filled circle. Since a CPT for XT is defined twice in this class
tree, there are two non-overlapping scope definitions that partition the class tree into three parts: One part

where the first CPT is valid, one where the second is valid and one where the node XT is not defined.
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Milk specification in the class tree is equal to the whole tree (we assume that Milk is not
overwritten in the subclass). Learning of the CPT for Milk will therefore be performed
in the root of the class tree, i.e., in the Generic cow class. The CPT of Metabolism
is overwritten in the Milk cow specification, so learning of Metabolism is performed
in the Milk cow class. Note that no learning is performed in the instantiations; we do
not update the CPTs of the underlying BN during learning. After a re-compilation of
the OOBN, the CPTs from the class specifications are distributed to the instantiations as
described in [4], and at that point the underlying BN is updated as well.

One of the consequences of this is that another subclass of Generic cow, say Meat
cow, might be updated because of the learning performed in Milk cow. In figure 2(b)
the class specification for Meat cow is shown. This class has the same CPTs in Food,
Mother, Milk and Meat as Generic cow (we assume they are not overwritten in Meat
cow). Hence, the data from the instantiation of Milk cow used to update Milk will also
change the instantiations of Meat cow. If this is not desirable, the CPTs of Generic cow
should be overwritten in the subclasses, e.g., the milk production of a milk cow could be
different from a generic cow, and the meat production could be different for meat cows.

In addition to maintaining the OO assumption, the proposed learning algorithm
also has another important effect. If at least one of the CPTs are shared by more than
one instantiation, the number of parameters to learn is reduced. This is desirable, as
shown in the following.

2.1. The case of no missing data

When the database D is complete, i.e., we have no missing values, the learning
theory becomes particularly easy. To recapitulate, we have N independent realizations
from a distribution with distribution function f . Since the data is complete we can
find the maximum likelihood approximation f̂N by using closed-form equations instead
of applying the iterative EM algorithm. To test the learning algorithms we thereafter
calculate the KL divergence D(f̂N‖f ) between the estimated distribution f̂N and the

“true” distribution f . Let
L→ denote convergence in distribution, meaning that if we have

an infinite sequence {X1, X2, . . .}, then we write Xn
L→X if and only if the distribution

functions Fn(x) of Xn converge to the distribution function F(x) of X for any continuity
point x of F , where F(x) = ∑

x ′�x f (x′) [27, definition 2.3.2]. Using large sample

theory it is easy (see [24] for details) to verify that when θ̂ is an unbiased estimator of θ ,
then

2N ·D(
f̂N‖f

) L→
|θ |∑
i=1

(
θ̂i − θi

τi

)2

,

where τ 2
i is the Cramér–Rao lower bound for the variance of an unbiased estimator for

θi , defined in [10, chapter 32]. Using this result, and the fact that we have complete data,
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2N ·D(f̂N‖f ) converges towards a particular χ2 distribution:

2N ·D(
f̂N‖f

) L→X ∼ χ2
p, (2)

where p = |θ | is the size of the parameter space of f . Hence, as N grows large, we have
an easily interpretable relationship for the expected value of the KL divergence

lim
N→∞ 2N · E[

D
(
f̂N‖f

)] = |θ |, (3)

which may be formulated as

E
[
D

(
f̂N‖f

)] ≈ |θ |
2N

(4)

for large N . Thus, not surprisingly, having fewer parameters will increase the expected
learning speed as measured by the empirical KL divergence. Object-oriented learning re-
duces the number of parameters to learn. Since learning is done in the class specification,
we get fewer parameters to estimate (by constraining some of the existing parameters in
the underlying BN to be identical).

We define p̃, the effective number of parameters for the object-oriented learning,
as the number of free parameters in the object oriented model. Hence, p̃ is made up by
the sum of the free parameters in the CPTs of the class specifications instantiated in the
OOBN. Remember that the complete OOBN is also an instantiation of a class (OMD’s
Stock-class). The number of parameters in the instantiations are not counted, as they are
forced to be identical to the parameters in the class definitions.

To see that equation (2) is valid in object oriented learning with p = p̃, the key
property we need is that for a class with k instantiations, observing one case with all the
k instantiations of the class has the same effect for learning the parameters in the object
oriented model as observing k hypothetical cases of the class. This follows trivially
from the asymptotic theory of statistics, as outlined below. Note that we suppress all
technicalities from this discussion and without notice make use of the smoothness and
strict positivity of the distribution functions, and that all quantities involved are finite
with probability 1. The presentation below is based on [27], and in particular, chapter 7
of that book.

In the current setting, it is well known that the Maximum Likelihood estimates
θ̂N are asymptotically Gaussian distributed with mean θ and some variance �, i.e.,

θ̂N
L→N (θ,�). The Fisher Information matrix I is the |θ | × |θ | matrix defined by

Iij = −E

[
∂2

∂θi∂θj
log f (X|θ)

]
.

The asymptotic variance of the maximum likelihood estimator θ̂N can now be defined
by the Fisher information, � = (1/N)I−1 (given certain regularity conditions that are
fulfilled in the setting of our work).

Let Y and Z be random variables distributed with density fθ (·) and gθ (·), respec-
tively. Furthermore, let the information about θ from Y and Z be denoted IY and IZ ,
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respectively. The information available by the sample {Y ,Z}, called I {Y ,Z}, is by us-
ing [27, theorem 7.2.2] given as

I {Y ,Z} = IY + IZ (5)

when
∂

∂θi
log fθ (Y ) |= ∂

∂θj
log gθ (Z), i, j = 1, . . . , |θ |.

Since the maximum likelihood estimators are asymptotically efficient [27, sec-
tion 7.6], and the empirical KL divergence is a function of θ̂ through the parameter
variances only, see [24], the information about θ in k instantiations equals the sum of
the information in k imaginary cases of the class, as long as there are no missing data in
the database. The fact that equation (2) is valid in object-oriented learning with p = p̃

follows.
To test the object oriented learning method, consider the example of OMD’s farm

as described in section 1.1. Assume OMD measures all the variables of the domain
regularly, and stores them in a database. He wishes to estimate the parameters in his
domain, and uses both the conventional as well as the object-oriented learning methods.
The results are displayed in figure 6, where the asymptotic values of the expected KL
divergence of the two methods as a function of N according to equation (4) are indicated
as well. The conventional learning algorithm has 634 parameters to estimate, whereas
the object-oriented domain only has 322. Hence, according to equation (4) the KL diver-
gence of the conventional learning algorithm is approximately 634/322 ≈ 1.97 times as
large as the one of object-oriented learning for large N .

Figure 6. KL divergence between learned networks and the “true” distribution as a function of the size of
the training set for the OMD network in figure 3 using complete data. The results from the OO learning are
drawn with solid line, whereas the conventional learning results are dotted. The large-sample approxima-

tions from equation (4) are drawn with thick lines.
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2.2. Missing data

When learning with missing data, the relation in equation (3) no longer holds.
Assume that the data is missing completely at random, and let q denote the probability
that a given variable Xi in a given data vector is missing. If q is “small” and the network
is sparsely connected, then it is argued in [24] that for conventional learning we have

lim
N→∞ 2N(1 − q) · E[

D
(
f̂N‖f

)] ≈ |θ |.
Hence, the expected value of D(f̂N‖f ) is still approximately proportional to the num-
ber of parameters asymptotically. This does not, however, guarantee that object oriented
learning is faster than conventional learning when some of the data is missing. To see
the problem, consider the simple example domain in figure 7. The underlying BN of
the OOBN is shown, and two instantiations of a class are framed. We follow, e.g., [36]
and include the unknown probability parameters θ in the model. The probability para-
meters are drawn as filled circles, the empty circles are domain variables. Assume that
for a given data record from the domain in figure 7 we have observed I1. X2 = x2 and
X4 = x4. X4 is the common child of I1. X2 and I2. X2. However, I2. X2 is missing from
the data sample. In this case we get into trouble when we want to learn the probability
P(X2 = x2|X1 = x1), as the two pieces of information used in learning this prob-
ability parameter are correlated (the observed value of I1. X2 influences both of them).
Hence, the parameter estimates become dependent and thus the additivity of information
in equation (5) is no longer valid. However, since the information matrix I is positive
semi-definite [27, corollary 7.5.1], it follows that the information gain is always positive.
Hence,

I {Y ,Z} � IY , I {Y ,Z} � IZ.

Figure 7. A simple example with two instantiations I1 and I2 of a class C. When doing object oriented
learning some of the parameters are constrained to be equal. This is indicated by dotted lines.
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Using the fact that the maximum likelihood estimators are asymptotically efficient, we
have for large N

VarOO
(
θ̂i

)
� VarConv

(
θ̂i

)
for any parameter estimate θ̂i where VarOO(·) denotes the parameter variance obtained by
object-oriented learning and VarConv(·) denotes the variance of the conventional learning
estimates. The object-oriented learning will therefore not be worse than conventional
learning in expectation as measured by the empirical KL divergence. However, as q

grows large, the object-oriented learning may not be any better than the conventional
one either.

To test the object-oriented learning with missing data, we assume that OMD does
not have the time to measure all the available information every day. Therefore, at the
beginning of the day he independently chooses to measure each variable with a proba-
bility 1−q, or skip it that day (with probability q). This dataset is missing completely at
random. The KL divergences that OMD achieves when learning both object oriented as
well as conventionally are depicted in figure 8 for different values of q. Object-oriented
learning is at least as good as the conventional one for all degrees of missing data, and
for all sample sizes. The results for q = 0.5 and q = 0.75 were obtained by random

Figure 8. KL divergence between learned networks and the true distribution as a function of the size of the
training set. Object-oriented learning offers a KL divergence that in expectation is at least as small as the

one from conventional learning for all data sizes and all degrees of missing data.
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restart of the EM algorithm up to 10 times, whereas the two other graphs were obtained
by only one run of the EM algorithm.

When some of the data is missing we can not guarantee the increased learning
speed that was obtained in the case of complete data. The method is, however, intu-
itively more appealing, and one will not loose information by using the object-oriented
approach. The empirical results illustrated in figure 8 indicate that the object-oriented
learning is strictly better even with large amount of missing data.

3. Violating the OO assumption

The results in figures 6 and 8 show that the OOBN approach indeed works better
than the conventional approach on our example network. This is hardly a surprise, since
we know that all instantiations are identical, and object-oriented learning simply takes
this into account as part of its learning bias. More interesting is what happens if the
instantiations of a class are slightly different4 to each other. It may be reasonable to
assume that the structure of all instantiations are identical, but that the parameters may
be somewhat different. In papers on parameter learning the authors typically state that:

“This [learning probability parameters in a BN with known structure and hidden vari-
ables] is an important problem, because structure is much easier to elicit from experts
than numbers.” [6, abstract]

A similar line of argument can be employed here: It is easy for an expert to say that
the instantiations have identical structure. However, although the CPTs are about equal,
there may be differences so small or subtle (e.g., due to variables not in the model that
differ between the individual instantiations) that they are difficult to quantify. In OMD’s
case, for instance, no two cows are exactly alike, due to e.g., genetic differences.

We, therefore, propose a “relaxed OO” parameter learning, where differences be-
tween instantiations of the same class are penalized, but not totally rejected. Note that
when applying “relaxed OO” learning the resulting network will not be object oriented
any more. In this case the object orientation was merely a help during the network
design, and not necessarily an anticipated property of the network during routine use.

The framework we propose to use for this calculation is Bayesian Model Aver-
aging (BMA), see, e.g., [20]. In BMA one has a set of competing statistical models
{M1,M2, . . . ,MK}. To each model Mk a prior degree of belief, P(Mk), is attached.
The posterior degree of belief (given the database D) can be calculated in the standard
Bayesian way,

P(Mk|D) = P(D|Mk) · P(Mk)∑K
 =1 P(D|M ) · P(M )

, (6)

4 If the instantiations are very different, a domain expert will not make the OO assumption. Proper modeling
would instead imply the use of subclasses to fulfill the OO assumption. We therefore expect this situation
to occur when the domain is “almost” object oriented, but the theory outlined will also work when the
instantiations are very different, see the discussion leading to figure 10.
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where

P(D|Mk) =
∫

�k

P (D|θk,Mk)P (θ k|Mk) dθ k. (7)

θ k is the model parameters given model Mk , and the integration is performed over the
whole parameter space �k of θ k. If ! is the property of interest, the posterior distribution
of ! according to BMA is

P(!|D) =
K∑
k=1

P(!|Mk,D)P (Mk|D). (8)

In our application ! will be the event that some variable takes on a particular value given
the configuration of its parents, e.g., {Xi = k | pa(Xi) = j}. We use θ̂O

ijk to denote the
parameter estimate of θijk = P(Xi = k|pa(Xi) = j) in the object oriented learning, and
θ̂C
ijk in the case of conventional learning. The BMA estimate θ̂B

ijk will be given by

θ̂ B
ijk = θ̂ O

ijkP (MO |D)+ θ̂ C
ijkP (MC |D). (9)

Here P(MO |D) and P(MC |D) are the posterior belief in the object oriented and con-
ventional model, respectively. In [30] it is shown that when using a logarithmic scoring
rule, averaging over all models provide better average predictive ability than using any
single model Mj , conditioned on the set of models being considered.

The typical problem when implementing BMA is the computational complexity.
First of all, the set of models can grow very large. Fortunately, this is not problematic in
our case, as we limit the set of models to “Object oriented” and “Not object oriented”.
Secondly, the integration in equation (7) may be difficult to perform. This is cumbersome
also in this work. As a first approximation one may crudely approximate the likelihood
by using a distribution for θ k that is degenerated at the maximum likelihood estimate.
Using �k = {̂θ k} in equation (6), our posterior belief would be approximated by

P(Mk|D) ≈ P
(
Mk|D, θ k = θ̂ k

) = P(D|Mk, θ̂ k) · P(Mk)∑K
 =1 P(D|M , θ̂  ) · P(M )

. (10)

Note that equation (10) will over-estimate the likelihood of the data, especially for
larger models. Since the conventional model contains more parameters than the object-
oriented one, we know that the likelihood of that model will be at least as large as the
likelihood of the object-oriented model. This tendency for choosing the more complex
model leads to the well-known problem of over-fitting, and is due to the higher flexibility
of the more complex model. In our work we use an approximation to the log likelihood
where a model is penalized for its size. The approximation is known as the Bayesian
Information Criteria (BIC):

log
(
P(D|Mk, θ k)

) ≈ log
(
P

(
D|Mk, θ̂ k

))− |̂θ k|
2

log(N), (11)
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where |̂θ k| is the number of free parameters for model Mk , and N is the size of the data
set. It is shown in [35] that the asymptotic size of the error in this approximation does not
increase with N . The BIC has earlier been applied for learning in Bayesian networks,
see e.g., [17,18]. We now use equation (11) to modify the likelihood calculations in
equation (10), and get

P(Mk|D) ≈ P(D|Mk, θ̂ k) ·N−|̂θ k |/2 · P(Mk)∑K
 =1 P(D|M , θ̂  ) ·N−|̂θ  |/2 · P(M )

(12)

as our posterior belief in model Mk.
The last problem of BMA is that of defining model priors. There is quite a lot of

work available on generating model priors in the framework of Bayesian networks, both
through knowledge elicitation [29,30] and non-informed methods as in, e.g., [18]. In
our experience the domain experts find it difficult to assess priors for the two competing
models at hand. Since the model he initially developed is object oriented he would like
to believe that the OO assumption is justified, and therefore tends to hold a large belief
in the object-oriented model. On the other hand, at a sufficiently detailed level the truly
object-oriented real-world domains are very rare, and confronted by this fact the domain
expert tends to be in trouble when the belief is to be quantified. In the end, the domain
experts typically claim to be ignorant and give uniform priors, which is “. . . a reasonable
‘neutral’ choice [when there is little prior information about the relative plausibility of
the models considered].” [20, p. 390].

In the following we employ the BMA framework to a version of OMD’s domain
that is not object oriented: Without OMD’s knowledge, two of his cows have been given
hormones to produce more meat. Out of the two hormone-treated cows there is one
Meat cow and one Milk cow. The effect of the hormone treatment (in our model, where
food quality is not an issue) is that the treated cows produce significantly more meat.
Hence, the true probability distributions over the Meat node has been changed for both
cows. The rest of the domain is unchanged. The two Milk cows are thus not identical
anymore, as their probability tables match for all but the Meat node; the same goes for
the Meat cows. Since OMD does not know of this treatment, he models his stock in
an object-oriented way, and wants to learn the probability tables in the domain from his
data. He feels that his OO assumption is justified, and holds a prior belief of 75% for the
object-oriented model. The results are shown in figure 9.

As the domain is not entirely object oriented, but still has some similarity to an
object-oriented domain, the learning task of this example is a difficult one. The number
of parameters in the conventional BN learning is almost twice that of the object-oriented
model. By equation (12) this will give OMD a high posterior belief in the object-oriented
model even when the observed data is carrying strong evidence against the OO assump-
tion (i.e., the node Meat differs in the different instantiations). OMD could have used
a larger model space describing the intermediate cases more specifically, e.g., by con-
sidering all models of the type “Nodes {Xk, . . . , X } are different between instantia-
tions, but otherwise the domain is object oriented”. In this case the learning method
would have discovered the violation of the OO assumption faster. The correct model
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Figure 9. The empirical KL divergence versus size of the database is displayed for conventional learning,
object-oriented learning and Bayesian model averaging. The object-oriented learning is better for smaller
data sizes, but as the data size gets larger, the conventional learner is better (since the OO assumption is
violated). The BMA follows the object-oriented model for small data sizes, but as the evidence against the

OO assumption gets very outspoken, the conventional model is selected with weight 1.

would not have had any redundant parameters, and it would therefore not be so strongly
penalized for its complexity. We have however not employed this enlarged model space
in our calculations, as in most real-world situations the objects are very large, and fitting
parameters to all models in a full enumeration of this extended model space is computa-
tionally prohibitive.

We could also have used a frequentistic hypothesis test to check whether the data
indicate an object-oriented model or not. A test like Pearson’s asymptotic χ2-test [27,
p. 325] can be employed. However, problems regarding the setting of the significance
level and the interpretation of “large but not significantly large” test statistics made us
choose the BMA setup.

To examine the effect of the BMA setup more closely, we performed a simple
example with a class containing only one binary variable X. The class has two instanti-
ations, with P(X = 1) = (1+ ε)/2 in the first instantiation, and P(X = 1) = (1− ε)/2
in the other; ε ∈ [0, 1] defines the difference between the two instantiations. Note that
the OO assumption is violated as long as ε �= 0. We calculated the degree of belief in the
model to be object oriented by using equation (12). The results are shown for different
data sizes in figure 10. The calculation scheme is able to detect that the OO assumption
is violated as ε grows. For smaller values of ε, equation (12) is willing to assume that
the domain is object oriented for small data sizes; the preference for the object oriented
model vanishes as N grows larger. The effect of the BMA framework is thus that the
estimators for one instantiation “borrows strength” from the other instantiations (by not
rejecting that the domain is object oriented), so that the overall estimates become more
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Figure 10. Posterior belief in the preposition that the domain is object oriented calculated by equation (12)
for different values of ε and different data sizes N .

robust. When more data is present, or when the observed data clearly indicate that the
OO assumption is violated, this “borrowing” does not take place to the same extent.

The same kind of result can be obtained by building a hierarchical Bayesian model.
In this setting, we model θijk in the different instantiations as random variables deter-
mined by an underlying distribution %ijk . The posterior variance of %ijk determines how
equal the instantiations of the classes are, see, e.g., [5] for a case-study.

4. Type uncertainty

So far we have assumed that the domain expert is able to unambiguously classify
each instantiation of the domain to a specific class. However, this may not be realistic in
real-world applications. Not being able to classify an instantiation is an example of what
is called type uncertainty in [33]: The expert is uncertain about the type (or class in our
terminology) of an instantiation. As an example, assume OMD is unable to determine
whether COWl is a Milk cow or a Meat cow. Even though he is not able to determine
the class of COWl, he would like to learn from the available data. This section is devoted
to showing how we treat type uncertainty within our framework.

Let the candidate classes of an instantiation I in an OOBN be given by the set SI.
The expert encodes his prior beliefs about the class of the instantiation I as a distribution
over SI. We assume that the probability distributions for the different instantiations are
independent a priori. Recall that we use the notation I.X to denote the variable X in
the instantiation I. ZI is the set of nodes that are defined inside the instantiation I (that
is, not including those input nodes of the instantiation that reference nodes outside I).
Let I denote the set of all instantiations in the OOBN. We use T(I) to denote the class
of an instantiation I, and T(I) to denote a classification of all the instantiations in the
domain. If we have a classification C = T(I), then C↓I is the induced classification of
a given instantiation I ∈ I . We use αI,C 

for P(T(I) = C ). Furthermore, pa(I.X|T(I))
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is used to denote the set of parents of I.X given the class of I. If Xi ∈ ZI, we use θ ,ijk
for the probability P(I.Xi = k|T(I) = C , pa(I.Xi|C ) = j). To avoid problems with
overfitting, we will assume that we have instantiations that are allocated to all classes
in the OOBN model. If this is not the case, penalization of model complexity as in
equation (11) should be introduced.

Let X denote the variables contained in the underlying BN. By means of the fun-
damental factorization of a probability distribution encoded by a BN, and hence by an
OOBN, we get:

P
(
X,T(I)

)=P
(
T(I)

) · P (
X|T(I)

)
=

∏
I∈I

P
(
T(I)

) · [ ∏
X ∈ZI

P
(
I.X |pa

(
I.X |T(I)

)
, T(I)

)]
. (13)

Note that for each choice of the classifications T(I) we have a different OOBN.
The possible OOBNs are structurally identical everywhere except for the local models
of the instantiations where the expert is uncertain. The correct OOBN is unknown, but
we hold a prior distribution over the possible candidates. A priori the different OOBN
models are conditionally independent given the classification. The overall model can
therefore be modeled as an object oriented version of a Bayesian multinet; Bayesian
multinets were introduced in [15].

Our goal is to employ a learning algorithm that learns the parameters of a domain,
without specifying the class of I more precisely than by a prior distribution over SI. This
can be done by standard use of the EM algorithm.5 In the following, we let α̂ (t)

I,C 
denote

the estimate of P(T(I) = C ) after the t th iteration of the EM algorithm, and use α̂ (t) to

denote the collection of these estimates at that time. Furthermore, �̂
(t) = {θ̂ (t)

 ,ijk} is the
collection of probability parameter estimates in the classes after the t th iteration. The
algorithm now proceeds by iterating over the following two update equations. First, we
generate new estimates for αI,C 

α̂
(t)

I,C 
←

∑
C: C↓I=C 

P (D|T(I) = C, �̂ (t−1)
) · P(T(I) = C|α = α̂ (t−1))∑

C P(D|T(I) = C, �̂ (t−1)
) · P(T(I) = C|α = α̂ (t−1))

. (14)

The sum in the denominator is taken over all possible classifications T(I), whereas the
sum in the numerator is restricted to classifications where I is classified to class C .
Note that P(T(I) = C|α = α̂ (t−1)) is easy to calculate, since this probability is just the
product of a subset of the elements in α̂(t−1).

Next, we update the estimates �̂
(t−1)

. Let I be the instantiation containing Xi , i.e.,
Xi ∈ ZI. Then n

(I,C )
ijk is the expected counts of the event {Xi = k, pa(Xi|C ) = j}

given that T(I) = C . The distribution over the possible classification of the other

5 To fit type uncertainty calculations into our OOBN framework, we will assume that for all C ∈ SI we
have that all nodes observed for I will be defined in ZI whenever T(I) = C . Technically this is not
necessary, but the implementation is simplified. Classes that do not meet this requirement cannot be
candidate classes, and should therefore be removed.
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instantiations, as well as conditional distributions over missing values, are replaced by
expected values in the E-step of the EM algorithm. Similarly, n(I,C )

ij =∑
k n

(I,C )
ijk is the

expected counts of the event {pa(Xi|C ) = j} under the assumption that T(I) = C .
The estimates for θ(t)

 ,ijk in class C are updated by

θ̂
(t)
 ,ijk ←

∑
I∈I: Xi∈ZI

α̂
(t−1)
I,C 
· n(I,C )

ijk∑
I∈I: Xi∈ZI

α̂
(t−1)
I,C 
· n(I,C )

ij

. (15)

Equation (15) is the natural extension of the update equation when the classification of
all instantiations are known. In that case, all values of α are fixed at either 0 or 1; the
update rules are otherwise identical.

Iterating over the equations above will lead to a local maximum of the likelihood of
the observed data. As a spin-off from the presented algorithm, equation (14) generates
the posterior distribution over the possible classes of an instantiation. This task, which
is known as classification, has a rich body of literature also within the BN community,
see, e.g., [7,13]. The complexity of performing the parameter update steps is exponential
in the number of instantiations the expert cannot classify with certainty. If the number
of these unclassified instantiations is “large”, it will be more efficient to implement a
Generalized EM algorithm, in which the likelihood of the data is strictly increased in
each iteration (but not necessarily maximized).

When we are only interested in classification (i.e., when the parameters are known),
the type uncertainty task can be particularly easy computationally. First of all, we need

Figure 11. The empirical KL divergence versus the size of the database is displayed for object oriented
learning with correct classification of COW1 (Meat cow), wrong classification of COW1 (Milk cow), and
the results of the outlined method. The classification is fairly random for smaller data sizes, but as the data
size gets larger the correct class is given a probability converging towards 1. The results of the correct

classifier (thin line) are hidden underneath the results of the type uncertainty (thick line).
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not perform the calculations in equation (15) since the parameters are known. Secondly,
if the input and output sets of the classes in SI do not contain missing values, the required
likelihoods to classify I can be calculated locally (in the classes), and the larger model
in which the instantiation is embedded will be of no interest for the type uncertainty
calculations.

As an example, consider again OMD’s stock. Assume he is uncertain about the
class of COWl, whereas he is able to correctly classify the other three cows. His prior
distribution for the class of COWl is that both classes are equally likely, and his data
is reported with 25% missing values. In figure 11 the result of applying the proposed
learning algorithms (equations (14) and (15)) are displayed, together with the results of
a consistently wrong classifier (COWl assumed to be a Milk cow), an the consistently
correct classifier (COWl assumed to be a Meat cow). The proposed method is capable
of detecting the correct class after approximately 700 cases, and for larger data sizes the
results of the proposed method are just as good as the consistently correct classifier.

5. Conclusions

In this paper we have proposed a learning method to learn parameters in OOBNs. It
has been proven that this learning method is superior to conventional learning in object-
oriented domains if the database is complete, and it is shown that as long as the OO
assumption holds, the proposed learning algorithm will never be inferior to conventional
learning. We have proposed to use Bayesian model averaging to estimate the probability
parameters in domains that are not strictly object oriented, and showed by example that
this methodology offers reasonable results. A method that enables us to handle situations
where the object oriented model is not completely specified has also been described.
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