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Abstract. . When publishing documents on the web, the user needs to describe
and classify her documents for the benefit of later retrieval and use. This paper
presents an approach to semantic document classification and retrieval based on
Natural Language Processing and Conceptual Modeling. The Referent Model
language is in combination with a lexical analysis tool used to define a
controlled vocabulary for classifying and indexing documents. Documents are
classified using simple sentences …. Classification is done by selecting
sentences that contain the highest frequency words in the document that also
occurs in the domain model. These are parsed using a DCG-like grammar,
mapped into a Referent Model fragment and stored along with the document in
RDF-XML syntax. The model fragment represents the connection between the
document and the domain model and serves as a document index. The approach
is being implemented for a document collection published by the Norwegian
Center for Medical Informatics.

1. Introduction

Project groups, communities or even organizations today often turn to the web to
distribute and exchange information. While the web makes it fairly easy to make
information available, it is substantially more diff icult to find a fruitful way to
organize, describe, classify and present this information for the benefit of later
retrieval and use. In the absence of librarians and library-like tools and mechanisms, it
has been up to the users to find a way around this problem.

One of the most challenging tasks is the semantic classification - the representation of
document contents. This is usually done using a mixture of text-analysis methods, a
carefully defined (or controlled) vocabulary or ontology, as well as a scheme for
applying this vocabulary when describing a document. In this paper, we investigate
how a given community may perform this manually, aided by a domain model,
expressed in a conceptual modeling language and a natural language interface to
perform the actual classification and search.
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Conceptual modeling languages contain the formal basis that is necessary to define a
proper ontology, yet at the same time they offer a visual representation that allows
users to take part in the modeling, and to read, explore and use the models. We show
that a conceptual modeling language thus represents a vehicle that allows users to
define their own domain ontology. Such a domain model then represents a visual
definition of terms occurring in the domain and their relations, which at a later stage
may be used interactively in an interface to classification, browsing and search. We
thus claim that the conceptual modeling language may be used throughout the entire
process of presenting documents on the web.

Rather than indexing the documents with sets of unrelated keywords, we then
construct indices that represent small fragments of the domain model. These indices
do not only tell us which concepts were included in the text, but also how these
concepts are linked together in more meaningful units. Natural Language Processing
(NLP) is used as the interface to both classification and search. NLP allows users to
express clear-text sentences that contain the selected concepts. These sentences are
then parsed using a DCG-like grammar and mapped into a model fragment.
Searching for a document, the user enters a natural language phrase that is matched
against the document indices. Search expressions may be enhanced
(enriched/extended, specialized or generalized) through interactions with the domain
model.

Approaches to meta-data descriptions of documents on the web today should at least
conform to the emerging web-standard for describing networked resources, the
Resource Description Framework. We show how our indices of model fragments may
be mapped into an RDF representation and stored using the RDF-XML serialization
syntax. In our approach, the domain model serves as the vocabulary for defining RDF
statements, while NLP represents an interface to creation of such meta-data
statements.

The next section of this paper presents the theoretical background behind our
approach and references to related work. Sections 3 describes todays situation at
KITH1, the case study that has motivated the approach, while section 4 presents our
proposed solution. Our approach is elaborated through a working example from
KITH.  Section 5 concludes the paper and points to further work.

2. Describing documents on the Web

In many ways, organization and description of information should actually be done by
the users. In cooperative settings, users have to take an active part in the creation and
maintenance of a common information space supporting their work [1] [2]. The need
for - and the use of - information descriptions are often situation dependent. Within a

                                                          
1 Norwegian Center for medical Informatics, (Kompetansesenteret for IT i Helse),

http://www.kith.no .
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group or community, the users themselves know the meaning of the information to be
presented, they know the use of the information and are aware of the usage context.

What we should provide, then, is tools to help the users to participate in the
organization and description of documents. A definition on how to present
information on the web is given in a 3-step reference model by [3]

• Modularization: Find a suitable storage format for the information to be presented.
• Description: Describe the information for the benefit of later retrieval and use.

Document-descriptive meta-data may be divided into two categories: Contextual
and Semantic descriptive meta-data:

− Contextual meta-data: Covers any contextual property of the document like its
author, title, modified date, location, owner, etc. and should also strive to link the
document to any related aspect such as projects, people, group, tasks etc.

− Semantic meta-data: Information describing the intellectual content/meaning of the
document such as selected keywords, written abstracts/comments and text-indexes.
In cooperative settings, or in organizational memory approaches, also free-text
descriptions, annotations or collected communication/discussion may be used.

• Reading-functions: On-line presentation of information enables the “publisher” to
enable advanced reading-functions such as searching, browsing, automatic routing
of documents, notification or awareness of document changes or the abilit y to
comment or annotate documents.

In this paper our focus is the semantic classification of documents using keywords
from a controlled vocabulary. What is needed for such an approach, is a way of
defining the vocabulary of words - the domain ontology, and a way of applying it
when classifying the individual documents. In collaborative settings, what we would
like to do is to have users define and use their own domain specific ontology as the
controlled vocabulary. Furthermore, what we need is to give users an interface to
classification that allows them to work with both the text and the domain model, and
to create meaningful indices that connects the text to the model.

When the documents are to be made available to the public, the interface of the
retrieval system cannot assume any particular knowledge of the domain.  As the users
will not necessarily know the particularities of the interface either, the search
expressions must be obvious and reflect a natural way of specifying an information
need. Adopting natural language interfaces is one way of dealing with this, though the
flexibilit y of natural languages is a huge challenge and can easily hamper the
eff iciency of the search.

In our approach, we will use a conceptual modeling language – the Referent Model
Language – as the users' vehicle for defining and representing the domain ontology.
We will t urn to Natural Language Processing for the abilit y to parse selected portions
of text, and map these into fragments of the domain model. At a later stage, both the
conceptual model and NLP may be used in the user-interface for search, browsing and
retrieval of the published documents. These model fragments may then be translated
into RDF-XML syntax and published with the document on the web.
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2.1 Conceptual modeling and the web – related work

Taking - for a moment - a broad definition of conceptual models into account, we
may say that such models are used in several ways for describing and presenting
information on the web.

Document type or document structure models and definitions have been used in order
to recognize and extract information from text [4]. Data-models of contextual meta-
data are used in order to design, set up and configure presentation and exchange on
the web [5] [6] [7]. Together with "dataweb" solutions, data models are also used to
define the export schema of data that are to populate web-pages created or
materialized from underlying databases.

Shared or common information space systems in the area of CSCW, like BSCW [8],
ICE [9] or FirstClass [10] mostly use (small ) static contextual meta-data schemes,
connecting documents to e.g. pepole, taks or projects, and rely on freely selected key-
words, or free-text descriptions for the semantic description. TeamWave workplace
[11] uses a "concept map" tool, where users may collaboratively define and outline
concepts and ideas as a way of structuring the discussion. There is however no
explicit way of utili zing this concept graph in the classification of information.

Ontologies [12] [13] [14] are nowadays beeing collaboratively created [15] [16]
across the web, and applied to search and classification of documents. Ontobroker
[17] [18] or Ontosaurus [19] allows users to search and also annotate HTML
documents with "ontological information". Hand-crafted web-directories like Yahoo,
or the collaborative Mozill a "OpenDirectory" initiative offers improved searches, by
utili zing the directory-hierarchy as a context for search refinement [20]. Domain
specific ontologies or thesauri are used to refine and improve search-expressions as in
[21]. Domain specific ontologies or schemas are also used together with information
extractors or wrappers in order to harvest records of data from data-rich documents
such as advertisements, movie reviews, financial summaries. etc. [22] [23] [24].

[25] uses a hierarchy of generic concepts, together with a WordNet thesauri and meta-
data in order to organize information and to search in networked multi -databases.
Collaboratively created concept-structures and concept-definitions are used in
Knowledge Management [26] [27] and Organisational Memory approaches [28].
Many of these approaches use textual descriptions (plus annotations and
communications) attached to documents as the semantic classification.

Whereas the early information retrieval systems made use of key-words only, newer
systems have experimented with natural language interfaces and linguistic methods
for constructing document indices and assessing the user's information needs.  The
quality of an information retrieval system is often measured in terms of precision (the
system does not return documents that you do not want) and recall (the system returns
the documents you want).  As natural language interfaces use phrases instead of sets
of search terms, they generally increase precision at the expense of recall [29] [30].
Some natural language interfaces only take into consideration the proximity of the
words in the documents; that is, a document is returned if all the words in the search
phrase appear in a certain proximity in the document.  In other systems the search
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phrases are matched with structured indices reflecting some linguistic or logical
theory, e.g. [31] [32]. Finding an appropriate representation of these indices or
semantic classifications is central in many IR projects and crucial for the NLP-based
IR systems.

Naturally, in order to facilit ate information exchange and discovery, also several
"web-standards" are approaching. The Dublin Core [33] initiative gives a
recommendation of 15 attributes for describing networked resources. W3C's Resource
Description Framework, [34] applies a semantic network inspired language that can
be used to issue meta-data statements of published documents. RDF-statements may
be serialized in XML and stored with the document itself. Pure RDF does however
not include a facilit y for specifying the vocabulary used in the meta-data statements.
For this, users may rely on XML namespace techniques in order to define their own
sets of names that can be used in the RDF-XML tags. XML [35] are widely used
nowadays; for the definition of interchange or export formats from databases, for the
definition of document structure and content and in general for storing and exporting
meta-data.

3. The KITH example

A Norwegian center of medical informatics - KITH - has the editorial responsibilit y
for creating and publishing ontologies covering various medical domains like
physiotherapy, somatic hospitals, psychological healthcare and even the general
domain of medical services. These ontologies take the form of a list of selected terms
from the domain, their textual definition (possibly with examples) and cross-
references among them.  Once created, the ontologies are distributed in print to
various actors in the domain and are used to improve communication and information
exchange in general, and in information systems development projects.
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Fig. 1. KITH example – constructing the ontology / modeling process

The ontologies are created on the basis of a selected set of documents from the
domain. The process is outlined in figure 1. The set of documents is run through a
lexical analysis, using the WordSmith toolkit [36]. The lexical analysis filters out the
non-interesting stop words and also matches the documents against a referent set of
documents, assumed to contain “average” Norwegian language. The result of the
lexical analysis is thus a list of approximately 700 words that occur frequently in
(documents from) this domain.

Words are then carefully selected and defined through a manual and cooperative
process. This work is performed by a committee run by KITH (computer scientists
and medical doctors) that also includes other stakeholders from the particular domain.
In some cases, this process is distributed and asynchronous, where participants
exchange suggestions and communicate across the web. To some extent, conceptual
modelli ng is used to create an overview of the most central terms and their relations.
The models are used as an aid to clarify and structure the set of terms. The final result
of this process is a MS Word document containing some overview models and
approx. 100-200 well defined terms.

This is where the process stops today. KITH’s goal is then to be able to extend this
process and to publish and distribute documents on the web, organized and classified
according to the developed domain ontology. The challenge is then to exploit the
knowledge acquired in the creation of the ontology, and to be able to classify each
document accordingly.

4. Referent-Model based classification of documents

An overview of our proposed approach for publishing the medical documents on the
web is depicted in figure 2.
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Fig. 2. KITH example: model based classification documents

The classification of documents according to the model is semi-automatically
performed following a 2 step process:

1. Matching: The document text is analyzed and matched against the conceptual
model. The system provides the user with a list of the high-frequency words from
the document that are also represented in the model. The user may interact with the
model and select those concepts that suits best to represent the document content.
The user then formulates a number of simple sentences that contain these concepts.
The sentences then relate the concepts in a way that reflects the users impression of
the document content.

2. Classification and Translation: After formulating the sentences describing the
document's content, the user lets the system construct a classification of the
document.  The system parses the sentences using a Definite Clause Grammar,
producing logical formulas for each sentence [37].  These formulas come in the
form of predicate structures, e.g. contain(journal, diagnosis) for the sentence "a
journal contains a diagnosis", and refer to concepts defined in the domain model.
From the formulas, the system proposes possible conceptual model fragments that
serve as indices/classifications of the document and are represented in RDF.  In
case there are several possible interpretations of the sentence in terms of
conceptual model fragments, the user is asked to choose the interpretation closest
to her information needs. Once the document descriptions and the documents are
made available on the web, browsing, navigation and search should be enabled.

3. Presentation: Both the model, the definition of terms in the model and - naturally
- the documents themselves should be presented on the web. The model represents
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an overview of the document domain. Users may browse and explore the model
and the definitions in order to get to know the subject domain.  Direct interaction
with the model should be enabled, allowing users to click and search in the stored
documents. Exploiting the capabiliti es of NLP, also free-text search should be
enabled. Search expressions should be parsed and matched against the stored RDF
descriptions. In both search approaches, the model may be used in order to refine
the search. Search may be specialised or generalised by following subset
hierarchies, or users may explore relations and aggregations in order to add more
concepts to the search.

4.1 Referent Model Language

Our semantic modelli ng language - the Referent Model Language - was originally
developed at IDI in order to support work in heterogeneous databases and data-
warehousing [38]. For these purposes the language was developed with certain
features in mind, that we also consider important with respect to our approach:

• The language was given a simple, elegant and compact graphical notation. This is
necessary to improve readabilit y of the models. Models must at least be read-able
by the end-users, and it is important that they create an overview of terms and their
relations.

• The language supports the complete set of CAGA-abstraction mechanisms [39]
which is necessary to model some of the semantic relations between terms, e.g.
synonyms, homonyms, common & part-terms.

The syntax of the language is shown by example in figure 3. The basic constructs are
referent sets and individuals, their properties and relations. These constructs
correspond to the need for expressing interpretations in terms of real-world concepts.
The set, individual and relational constructs all have their straightforward counterpart
in basic set-theory. Properties are connected to referent sets, where each property
represents a relation from each member of the set and into a value set.

( ) * + , - � - / � 1 2 � , / � 2 * � � , � �0 1 , 2 * 3 1 - ( � , � � � � � 2 � � + ) � 2 * ) 3 8 + ) � 1 2 1 �
4 1 , 5 ) , 6 - ( � ) � . 4 � � ) � * � 1 , 6 2 � 8 3 * � 2 5 , � 6 ) * � 2 � 1 , 5 ) , 6
0 3 7 7 , 8 * - ( � ) � . 4 � � ) � * � 1 , 6 ) + + � 1 ) 8 * * 3 2 � 3 � * � � 1 ) � * �
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Fig. 3.  Referent Model Language, syntax by example.

Relations are represented by simple lines, using arrows to point from many to one and
fill ed circles to indicate full coverage. Several relations may be defined between any
two sets. Sometimes relations happens to consist of the same member-tuples,
sometimes one relation may be defined as a composition of other relations. Such
relations is often referred to as derived relations. Derived relations may be specified
using the composition operator ο.

The general abstraction mechanisms, Classification, Aggregation, Generalization and
Association (CAGA) are all supported by the language. The example to the right in
figure 3 shows a world of cats. The set of all Cats may be divided into two disjoint
sets male (Catts) or female (Cattes). The fill ed circle on the disjoint symbol indicates
that this is a total partition of the set of cats. That is, every Cat is perceived to be
either female or male. On the other hand, there are several other ways of dividing the
set of cats, e.g. House cats, Persian cats, Angora cats etc. These sets may be
overlapping, i.e. a cat may be both a house cat and an angora cat. The absence of a
fill ed circle indicates that there may be other kinds of cats as well , not indicated in the
model (e.g. wild cats, lost cats).

We have also defined a cat as an aggregation of cat parts (heads, bodies, legs and
tails). The use of ordinary relations from the aggregation symbol to the different part
sets shows how a cat is constructed from these parts. A cat may have up to 4 legs but
each leg belongs to only one cat. Heads and bodies participate in a 1:1
correspondance with a cat, that is a cat has only one head and one body. A cat must
(fill ed circle) have a head and a body, while legs and tails are considered optional (no
fill ed circle).

4.2 A working example

Figure 4 shows a test interface for classification. The referent model shown at the top
of f igure 4(1) is a translated fragment2 of the model for the domain somatic hospitals.
The model shows how a patient consults some kind of health-institution, gets her
diagnosis, then possibly receives treatment and medication. All relevant information
regarding patients and their treatment is recorded in a (medical) patient-journal.

We have then selected a test-document3, matched it against terms found in the referent
model and selected sentences containing words found in the model. The test-applet of
figure 4 (2) shows how the user then may have the domain model available (1), work
with the sentences (3), select words and fragments of these, and have them translated
into RDF statements (4).

                                                          
2 The term definition catalogue for this domain contains 112 terms and is available in

Norwegian only.
3 "Regulation for doctors and health institutions' keeping of patient journals" (in Norwegian),

http://www.helsetilsynet.no/regelver/forskrif/f89-277.htm
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The translation of NL expressions to RDF starts with a DCG-based parsing of the
sentences.  The production rules of DCG are extended with logical predicates that
combine as the syntactic tree of the sentence is built up.  While parsing a sentence like
"Journals should be kept for each patient," for example, a logical predicate for the
whole sentence is constructed.  Some modifications of traditional Definite Clause
Grammars are made, so that modal verbs are not included in the logical predicates,
and prepositions are added to the verbs rather than to the nominals.  For the analysis
of the sentence above, thus, the predicate keep_for(journal, patient) is returned.  After
generating a set of predicates representing the sentences chosen by the user, the
system maps the sentences to RDF expressions.  Predicates show up as RDF relations,
and their arguments are mapped onto RDF nodes.  The logical mapping system is
based on the abductive system introduced in [40]

This way, the users themselves create RDF-statements that represents the semantic
classification of a document. Their own domain model is used as the vocabulary for
creating these statements, and these statements are created on the basis of a linguistic
analysis of the document.
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Fig. 4.  Selection of sentences and translation to RDF guided by  the domain model.

4.3 The RML – RDF connection

The RDF statements represent a connection between the document to be classified
and the domain model. The referent model represents the vocabulary for defining
RDF-statements. In general, these RDF statements refer to a path in the referent
model. Statements are constructed according to the scheme outlined in the sequel.

Words from the selected sentences that have a corresponding referent-set defined in
the model are represented as an RDF-node. Also words that can be said to correspond
to members of a referent set, may be defined as a node. RDF-properties are then
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defined between these RDF-nodes, by finding relations in the referent model that
correspond with the text in the selected sentences.

As the original models contain so few named relations4, we may say that the creation
of properties represents an “ instantiation” or a “naming” of relations found in the
model. In case of naming conflicts between relation names in the model and the text,
we use the relation names found in the model. In some cases, we may need to use
names on derived relations. This may be done either by selecting the entire
composition path as the relation name, or by expanding this path into several RDF
statements. The latter implies that we have to include RDF-nodes from referents that
may not be originally mentioned in the sentences.  Additional information, such as
attributes or other “ground” statements is given as RDF lexical nodes. A lexical node
need not be mentioned in the referent model.

[No d e: 1  | He a l t h-I nst i t ut i o n |( n one )  ]
 --- e m plo ys ---> [No d e :5 | He a l t hCare  Pe rso n n el |( n on e )  ]

[No d e: 2  | P a tie n t  |( n one )  ]
 --- co n s ult s---> [No d e :1 | He a l t h-I nst i t ut i o n |( n on e )  ]

[No d e: 3  | P a tie n t 's Jou rn al |( n one )  ]
 --- ke p t  f or ---> [No d e :2 | P a tie n t  |( n one )  ]
 --- st o r ed i n---> [No d e :4 | M e d ical DB  |( n on e )  ]
 Derive d :  st o red  i n  = {co n t a ins  ο � � ��� � � � � � �� � � �� � �ο � � � �� � � ��
      � �¡ � � �� � � �      ¢ £ ¤ � � � ¥¦ § ¨ ©� ª � � � �§« � �� � ¬       � � � � � �� �       ¢ « ® �� � � � � ¯° ° ¤ ¬      � � � � � �� �       ¢ « ® �� � � � � ¯¤ � � � ¬      � � � � � �� �       ¢ « ® �� � � � � ¯± � ��   � �  ² � � �³ ¬
      � � � � � �� �       ¢ £ ¤ � � � ¥´ § ± � � ¡ � �� � � § « � �� � ¬ ± � � � µ � � ¥� � � � � �� � ¶ · ¸ο ®� � � � � �ο ¸ο ¹ � � �� � � �� ο ¸�

£ ¤ � � �¥ º § � � � �� � � ± » §« � �� � ¬ £ ¤ � � �¥ ¼ § ½ � � � � ³¹ � � � ® � �� � � � �� §« � �� � ¬       � � � ©� � �� ² � � �� �       ¢ £ ¤ � � � ¥¾ § ® � �� � � � ¿� À � Á �� � � § « � �� � ¬ ± � � � µ � � ¥� � � ©� � �� ² � � �� � ¶ · ½ � �� � ³  ¹ � � �® � � � � � �� � ο � � � ©� � �� ² � �ο Â � ¡� � � �� � � ¡ Â � � ©� � ��² �� � �Ã
ο ¸ο � � �� � � � � � � �� � � �� � �ο � � � � � �� � �

£ ¤ � � �¥ ´ § ± � � ¡ � �� � � §« � �� � ¬ £ ¤ � � �¥ ¦ § ¨ ©� ª � � � �§« � �� � ¬ 

Fig. 5. RDF statements created on the basis of sentences shown in figure 4

Figure 5 shows example RDF statements created on the basis of the model and
selected sentences from figure 4(3). The created RDF nodes correspond to the greyed
referents in the shown model. In figure 5, derived relations are written, using the
composition symbol. The nodes and these derived relations together form a path in
the referent model. This path then represents the semantic unit that will be used as the
classification of the document. At present, we have not defined mappings for the full
RDF syntax. We do not use the RDF-collection constructs, nor the aggregation or
meta-constructs. In particular, the aggregation construct should be used to group
additional nodes inferred because of derived relations, as mentioned above.

The RDF statements are then translated into RDF-XML serialisation syntax, as
defined in [34] (shown in figure 4 (4). Here, the referent model correspondences are
given as name-space prefixes to the RDF-XML tags. The XML statements should
contain enough references to the original referent model path, to be useful for search
and retrieval. In order to export document classifications using these XML

                                                          
4 Models in this example are created on the basis of a term catalogue where all relations are

denoted “ cross-references” .
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representations, we should be able to generate an XML Document Type Definition
(DTD) from the referent model path, as well as a XML namespace declaration. This
way, these document classifications could be provided for search and retrieval also to
external users.

5. Conclusions

We have presented an approach to semantic document classification and search on the
web, using a conceptual modeling language and Natural Language Processing. The
conceptual modeling language enables the users to define their domain ontology.
From the KITH approach today, we have a way of developing the conceptual model
that is based on a textual analysis of documents from the domain. The conceptual
modeling language offers a visual definition of terms in the domain and their relations
that may be used interactively in an interface to both classification and search. The
model also provides the formal basis needed of an ontology to be useful for machine-
based information retrieval. We have shown through a case example, how the
developed domain model may be used directly in an interface to both classification
and search. In our approach, the model represents a vehicle for the users throughout
the whole process of classifying and presenting documents on the web.

A natural language interface gives the users a natural way of expressing document
classifications and search expressions. In our approach, we connect the natural
language interface to that of the conceptual model. This way, users are able to write
natural language classifications that reflects the semantics of a document in terms of
concepts found in the domain. Likewise, users searching for information may browse
the conceptual model and formulate domain specific natural language search
expressions.

In our approach, the document classifications are parsed by way of a DCG-based
grammar, and are mapped into Resource Description Framework (RDF) statements.
We may then store these descriptions by means of the proposed RDF-XML
serialization syntax. Using RDF, we conform to the emerging web-standard for
document descriptions. In our approach, the user developed model represents the
vocabulary for creating RDF statements.

Today, we have a visual editor for our Referent Model Language, that may export
XML representations of the models. We have experimented with Java-servlets that
matches documents against model-fragments and produces HTML links from
concepts in the document to their textual definitions, found in the ontology. We also
have a Norwegian electronic lexicon, based on the most extensive public dictionary in
Norway, that will be used in the linguistic analysis of sentences. Some early work on
the DCG parsing has been done, though it has not been adopted to the particular needs
of this application yet.

We are currently working on a Java-based implementation. Our goal is to provide a
user-interface that may run within a regular web-browser and allows for the
classification and presentation of documents across the web. The storage facilit y for
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documents will be provided through a regular web-server, using Java-servlets for the
classification and retrieval machinery.
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