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Performance Availability Durability



Peer to peer key-value database

● Symmetric:  All nodes have same set of responsibilities

● Heterogeneity: Nodes may have varying capacity

● Incremental scalability: The system handles addition and removal of nodes with 

minimal impact on performance.

● Decentralization: No centralized control unit

What is Dynamo?
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Partitioning



Consistent hashing
All keys are hashed with a 124-bit

hash function which yields its

position in the “ring”

Nodes are placed randomly in the “ring”

We walk clockwise from the key’s

position to find the first node, thus 

each node is responsible for keys

between itself and its predecessor

node.
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Consistent hashing
All keys are hashed with a 124-bit

hash function which yields its

position in the “ring”

Nodes are placed randomly in the “ring”

We walk clockwise from the key’s

position to find the first node, thus 

each node is responsible for keys

between itself and its predecessor

node.
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B is responsible for all keys in this part of the ring



Consistent hashing
Advantage: Arrival and departure of nodes 

only affect its neighbouring nodes.

Disadvantage: Random position 

assignment of nodes leads to non-uniform 

data and load distribution.

Disadvantage: Heterogeneity in the 

performance of the nodes are not taken 

into account.

999 0



Variant of consistent hashing
Instead of having a single position in the 

hash-ring for every node, each node 

assigns multiple positions in the hash-ring, 

henceforth called “tokens”

Each node is responsible for each of its 

token’s region in the ring. We can think of 

these tokens as “virtual nodes”.

More powerful nodes can have more 

tokens than weak nodes, thus satisfying 

heterogeneity.

System of 3 physical nodes



Replication
All data is replicated across multiple nodes, 

the amount of replicas can be configured 

(let N be the amount of replicas per key)

The first N nodes when walking clockwise 

from the key are responsible for replicating 

the it.

The list of nodes responsible for storing a 

particular key is called the “preference list”. 

It contains more than N nodes to account 

for node failure.



High availability for writes



High availability for writes
We cannot afford to lose any changes!

Each modification of a value is treated as an 

new and immutable version.

A node should never reject a write, if 

conflicts occur we deal with it the next time 

we read it.

If the node we write to is not responsible for 

the key then the request gets forwarded to 

the correct node; all nodes know which node 

any given key should be forwarded to.

Key
Request 
sent to G

Key hashes to 
keyspace of B

G forwards the request to B



High availability for writes
We cannot afford to lose any changes!

Each modification of a value is treated as an 

new and immutable version.

A node should never reject a write, if 

conflicts occur we deal with it the next time 

we read it.

If the node we write to is not responsible for 

the key then the request gets forwarded to 

the correct node; all nodes know which node 

any given key should be forwarded to.

Key
Request 
sent to G

Key hashes to 
keyspace of B

G forwards the request to C, which 
is the next node in the preference 

list of our key

Node failure



Eventual consistency
Keys are replicated asynchronously; if we 

write to node B then read the same value 

from node C we may get a stale value.

In failure conditions updates may not 

arrive to all replicas for an extended 

period of time.

What do we do when we read a stale 

value, modify it, then store it again?

Client puts value at node B

Node B sends replicas to 
node C and D

Key N = 3



Eventual consistency

Shopping cart now contains two versions of the same key, how do we resolve this?
The conflict has to be resolved when we next read it.



Vector clocks
Dynamo uses vector clocks to check for 

causality between different versions of the 

same value.

Vector clocks are used to detect whether 

two versions have diverged.

If values have not diverged then Dynamo 

throws away the out-of-date value.

If the value have diverged then the values 

are in conflict and must be reconciled.



Vector clocks
If there is a conflict then Dynamo will 

return all conflicting versions of the value.

The application itself must decide how to 

merge the versions then update it.

In the case of shopping carts we can 

simply merge the two and write a new 

shopping cart that includes all of the 

versions content. But this is application 

specific.



Vector clocks
A downside of vector clocks is that the 

vector clock itself may grow large when 

many nodes write the same value.

It is unlikely that this will become a huge 

problem because a value is usually only 

handled by the top N nodes in its 

preference list.

Dynamo does however employ a 

truncation scheme to avoid this.



Handling temporary failures



Handling temporary failures
● Sloppy Quorum

○ N: Number of replicas

● Hinted handoff

○ True owner in metadata
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Recovering from permanent failures
● Merkle Trees

Detect divergent replicas

Values are hashed in a tree structure, 

nodes exchange tree-root 



Membership and failure detection



Membership
There is no centralized membership 

registry, each node must maintain its own 

view of membership. 

This is achieved using a gossip-based 

membership protocol

● Every second each node contacts 

another node at random and they 

exchange membership and liveness 

information.

E randomly chooses to 

exchange membership 

information with C



Joining the system
Some nodes play the role of seeds. These 

are nodes that are discovered using some 

external mechanism.

All seeds are known to all nodes.

Seeds can be obtained either from static 

configuration or some other configuration 

service.



Joining the system
When a new node joins the system it gets 

assigned a number of tokens randomly 

scattered around the ring. 

The node then ‘steals’ keys from the newly 

partitioned keyspace of the subsequent 

node.



Failure detection
Nodes exchange liveness and 

membership status. If a node fails to 

reply, it is considered ‘failed’, and traffic is 

routed around said node.

Permanent departure from the system is 

performed explicitly by an administrator.



Experiments and lessons learned



Divergent versions
Divergence occurs in two scenarios: 

    Node failure/data center failure/network partition

    Large number of concurrent writes

If syntactic reconciliation fails, pass to semantic reconciliation (business logic)

Profiled versions returned in Shopping cart service for 24 hours

● 99.94% requests saw exactly one version

● 0.00057% saw 2 versions

● 0.00047% saw 3 versions

● 0.00009% saw 4 versions



Partitioning strategies

Strategy 1 Strategy 2 Strategy 3



Partitioning strategies
Three partitioning strategies 

were evaluated.

Strategy 3 is the most efficient 

strategy while using less 

metadata to maintain the 

membership information.

Less metadata reduces the 

amount of data transferred 

during when nodes gossip their 

membership information.



Uniform load distribution
Out-of-balance nodes are defined 

as nodes whose load deviates by at 

least 15% from the average load.

Stable 10% out-of-balance nodes 

during high load.

20% out-of-balance nodes during 

low load?

Why is this?
10% during high load 20% during high load



Conclusion
The described Dynamo Database provides 

the desired level of availability and 

performance.

✓ Scalable

✓ Always-writable

✓ Low-latency

✓ Customizable



Other interesting things


